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Abstract

The Starfech massvely parallel chessprogram,running
onab512-processatonnectiorMachineCM-5 supercom-
puter, tied for third placeat the 1993ACM International
ComputerChessChampionship. Starfech employs the
Jamboresearctalgorithm anaturalextensiorof J. Pearls
Scoutsearchalgorithm, to ®ndparallelismin game-tree
searches.Starlech's work-stealingscheduleistributes
thework speci®edby the searchalgorithmacrosghe pro-
cessor®f the CM-5. Starfechusesaglobaltransposition
tablesharecamongthe processorsStarechhasaninfor-
mally estimatedatingof over2400USCF.

Two performancemeasurehelp in understandinghe
performanceof the Starfechprogram:thework, , and
thecritical pathlength, . TheJamboresearchalgorithm
usedn Starfechseemgo performabout? to 3 timesmore
work thandoesourbestserialimplementationThecritical
pathlength,undertournamentonditionsjs lessthan0.1%
of thetotal work, yielding an averageparallelismof over
1000. TheStarTechscheduleachievesactuaperformance
of approximately 102 15 on processors.
Thecritical pathandwork canbeusedo tuneperformance
by allowing developmentf theprogram onasmall readily
accessablanachinewhile predictingthe performancen
abig, tournament-sizednachine.

1 Intr oduction
Computerchesgprovidesagoodtestbedor understanding
dynamicmultithreadeccomputations.The parallelismin
computerchessis derived from a dynamicexpansionof
a highly irregulargame-treewhich hashistoricallymade
it dif®cultto implementparallelcomputerchesgprograms
and other dynamic applications. To investigatehow to
programsuchapplications,| engineeredh parallel chess
programcalled Starfech (pronouncedStarTek®) on the
ConnectiorMachineCM-5. Eventhoughmy primaryarea
of researchs in parallelcomputingratherthancomputer
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chess,the Starlech project has producedsomeinterest-
ing computerchesgechnology This paperexplainshow
Starfechworksandhow it performs.

The chesknowledgeof Starfechbwhich includesthe
opening book of precomputedmoves at the beginning
of the game,the endgamedatabaseshe static position-
evaluation function, and the time-control stratgybis
basedon H. Berliner's Hitech program[BE89]. Hitech
runson special-purpos@ardwarebuilt in the mid 1980's
andsearchef therangeof 100,000to 200,000positions
per second. Berliner provided me with an implementa-
tion of Hitechwrittenin C (withoutany searchextensions
exceptfor quiescencavith checkextension)that runs at
2,000to 5,000positionspersecond.l built a parallelpro-
gramusingBerliner's serialcodeandreimplementegarts
of theserialprogramto make it faster Boththe serialand
parallelversionsof my programarecalledStarTech. Star
Tech, unlike Hitech, doesnot usethe null-move search,
which probablycostsStarTetch abouta factor of two in
performanceStarechuseshesamesearchextensionsn
boththeserialandthe parallelimplementations.

| divided the programmingprobleminto two parts: an
applicatiorandaschedulerTheapplicationcanbethought
of asadynamicallyunfading treeof chesasitions.There
aredependenciesmongthepositions.A positionmaynot
be searcheduntil the positionsit dependson have been
searched.The applicationspeci®eshe shapeof the tree
andthe dependenciebetweernthe positions. The sched-
uler, onthe otherhand,takessuchan applicationandde-
cideson which processoeachpositionshouldbe evalu-
ated,andwhenthe evaluationshouldbe done. The appli-
cation'sjobisto exposeparallelism.Theschedulesjobis
toruntheprogramasfastaspossiblegiventheparallelism
in theapplication.Thus,StarTechis conceptuallydivided
into two parts: The parallelgametree searchalgorithm
(theapplication)which speci®esvhatcanbedonein par
allel; andthe schedulerwhich speci®esvhenandwhee
thework will actuallybeperformed.

Theremaindenf thispaperis organizedasfollows. Sec-
tion 2 describeshow Starfechworks explainingthe Jam-
boreegame-tresearchalgorithmandsketchingtheimple-
mentatiorof theglobaltranspositiortable. A performance



study relatingStarTech's performancéo two fundamental
measuresf parallelperformances presenteth Sectiors3.
Sectiond showvs how | usedthosemetricsto improve the
performancef Startech. Section5 concludeswith some
remarksonthe challenge®f parallelcomputerchess.

2 How StarTechWorks

Before examining the performanceof Starlechin Sec-
tion 3, this sectionexplainshow Starfechworks. First,
an overall descriptionof how Starlech searchesn par
allel is presented. Then, the Jamboreealgorithmis ex-
plained,startingwith a review of the serialScoutsearch
algorithm.Next, theboard-representatiggroblem,which
isfacedbytheimplementor®farny parallelchesgprogram,
is illustratedby shawving how the repeated-positiotestis
implementedn Starlech. Finally the implementatiorof
StarTech's globaltranspositiortableis explained.

Starech's game-treesearchalgorithmis called Jam-
boreesearch.ThebasicideabehindJamboresearchs to
dothefollowing operation®n a positionin thegametree
thathas children:

The value of the ®rstchild of the positionis deter
mined(by arecursve call to the searchalgorithm.)

Then,in parallel,all of theremaining 1 children
aretestedo verify thatthey arenotbetteralternatves
thanthe®rstchild.

Any childrenthatturn out to be betterthanthe ®rst
child aresequentiallysearchedo determinavhichis
thebest.

If themoveorderingis best-®rsi,e.,the®rstmove consid-
eredis alwaysbetterthanthe othermoves,thenall of the
testssucceedandthepositionis evaluatedquickly andef-
®ciently We expectthatthetestsusuallysucceedbecause
themove orderingis oftenbest-®rstlueto theapplication
of severalchess-speci®uoove-orderingheuristics.

This approachto parallel searchis quite natural, and
variants of it have beenused by sereral other paral-
lel chessprograms,such as Cray Blitz [HSN89 and
Zugzwang [FMM93].  Still others have proposedor
analyzedvariations of this style of game tree search
[ABD82, MC82, Fis84,Hsu9(Q. My Ph.D.thesis[Kus94
provides a more completediscussionof how Jamboree
searchis relatedto othersearchalgorithms.l donotclaim
thatJamboresearchs anentirelynovel searchalgorithm,
althoughsomeof the detailsof my algorithm are quite
differentfrom the detailsof relatedalgorithms.Instead|
view thealgorithmasagoodtestbedor understandingow
to designscalablepredictablemultithreadegrograms.

To distribute work amongthe CM-5 processorsStar
Techusesarandomizedvork-stealingapproachin which
idle processorsequestvork. Processorsun codethatis

nearlyserial. Whena processodiscorerssomework that
could be donein parallel, it poststhe work into a local
datastructure. Whena processorunsout of work locally,

it sendsa messagédo anotherprocessqrselectedat ran-
dom, andremoveswork from that processos collection
of postedwork. The CM-5 hassuf®cientinterprocessor
communicationperformancehatthereis no appreciable
adwantagen trying to steallocally ratherthanfrom aran-
domprocessqrandtherandomize@pproacto scheduling
is provably ef®cien{BL94].

ScoutSearch

Before delving into the details of Jamboreesearch,let
usreview the serialScoutsearchalgorithm. For a parallel
chesgprogrampneneedsnalgorithmthatbotheffectively
prunesthe tree and can be parallelized. | startedwith
avarianton serial - search,called Scoutsearch,and
modi®edt to bea parallelalgorithm.

Figurel shovstheserialScoutsearctalgorithm. (Many
chessresearchersefer to the Scout algorithm as 2PV
Search®put it appearshatJ. Pearls2Scout®terminology
takesprecedencfPea8(.) Procedurecout issimilarto
thefamiliar - searchalgorithmwhichtakesparamaters

and usedto prunethe searcHKM75]. The Scoutal-
gorithm, however, whenconsideringary child thatis not
the®rstchild, ®rstperformsatestof thechild to determine
if the child is no bettera move thanthe bestmove seenso
far. If thechild is no better thetestis saidto succeed If
the child is determinedo be betterthanthe bestmove so
far, thetestis saidto fail, andthe child is searchecgain
(valued)to determinats truevalue. Theideais thattesting
apositionis cheapethandeterminingts truevalue.

The Scoutalgorithmperformstestson positionsto see
if they aregreaterthanor lessthana givenvalue. A testis
performedy usinganempty-windav searctonaposition.
For integerscoreoneuseghevalues 1 and
as the parameterf the recursve search,as shavn on
Line (S9). A child is testedto seeif it is worsethanthe
bestmove sofar, andif the testfails on Line (S12)(i.e.,
themoveis betterthanthebestmove seensofar), thenthe
child is valued,on Line (S13),usinga non-emptywindow
to determindts truevalue.

If it happensto be the casethat 1 , then
Line (S13)never executeshecause implies ,
which causeghereturnonLine (S11)to execute.Conse-
guently thesamecodefor Algorithm scout canbeused
for thetestingandfor thevaluingof a position.

Line S10,whichraiseghebestscoreseersofaraccord-
ing to the valuereturnedby a test,is necessaryo insure
thatif thetestfailslow (i.e.,if thetestsucceeds}henthe
valuereturneds anupperoundto thescore.If atestwere
to returna scorethatis not a properboundto its parent,
thenthe parentmight returnimmediatelywith the wrong
answemwhentheparentperformsthecheckof thereturned



scoreagainst onlLine S11.

A testistypically cheapeto executethanavaluationbe-
causehe - window is smaller which meanghatmore
of the treeis likely to be pruned. If the testsucceeds,
thenalgorithmscout hassavedsomework, becauseest-
ing a nodeis cheapethan®ndingits exactvalue. If the
testfails, thenscout searcheghe nodetwice and has
squanderegomework. Algorithm scout betsthatthe
testswill succeedftenenoughto outweighthe extra cost
of arny nodesthat mustbe searchedwice, and empirical
evidencdPea8(justi®ests dominanceasthesearchalgo-
rithm of choicein modernserialchess-playingrograms.

JamboreeSearch

The Jamboreelgorithm, shovn in Figure 2, is a paral-
lelizedversionof the Scoutsearchalgorithm. Theideais
that all of the testingof the childrenis donein parallel,
and ary teststhat fail are sequentiallyvalued. A paral-
lel loop constructin which all of theiterationsof a loop
run concurrently appearson Line (J7). Somesynchro-
nizationbetweernvariousiterationsof theloop appear®n

(S1) De®nescout as
(S2) If isaleafthenreturnstatic _eval
(S3) Let thechildrenof , and
(S4) scout ¢ ;; Value
(S5) ;; The®sst child'svaluationmaycausethis nodeto fail high.
(S6) If thenreturn .
(87) If thenset .
(S8) For from1lbelov do: ;; therestof the children
(S9) Let scout 1 ;; Test
(S10) If thenset
(S11) If thenreturn . ;; Fail High
(S12) If then ;; Testfailed
(S13) Set scout ;; Reseath for value
(S14) If thenreturn . ;; Fail High
(S15) If thenset
(S16) If thenset
(S17) enddo
(S18) return .
Figurel: Algorithm scout .

andabortary of the childrenthatarestill running. Such
anabortis neededvhenthe procedurehasfound a value
thatcanbereturned,in which casethereis no advantage
to allowing the procedureandits childrento continueto

run, usingup processoandmemoryresourcesTheabort
causesry childrenthatarerunningin pamlleltoabat their
childrenrecursvely, which hasthe effect of deallocating
theentiresubtree.

Parallelsearctof game-trees dif®cut be@useahemost
ef®cientalgorithmsfor game-treesearchare inherently
serial. We obtain parallelismby performingthe testsin
parallel,but thosetestsmaynotall benecessarin aserial
executionorder In orderto getary parallelismwe must
take the risk of performingextra work thata good serial
programwould avoid. By taking our chanceswith the
testsratherthanthe valuations,we minimize the risk of
performinga hugeamountof wastedwork.

Copying Data for Parallel Search

Most serialchessprogramsusedatastructureghat make
them dif®cultto parallelize. For example, a typical se-

LinesJ12andJ18. TheJamborealgorithmsequentializes rial programusesmary global variables. Every time a

thefull-window searche$or values becausewhereasve
arewilling to take a chancehatanemptywindow search
will be squanderedvork, we are not willing to take the
chancethat a full-window search(which doesnot prune

subsearclis startedthe globalvariablesaremodi®edand
whenthesubsearc®nishegshemodi®cationto theglobal
variablesare undone. This approachef®cientlysupports
boardrepresentationthat are large, aslong asrelatively

very much)will be squandereevork. Sucha squandered few byteschangeon ary givenmove. It canbedif®cultto

full-window searctcouldleadusto searchthe entiretree,
which is much larger than the prunedtree we want to
search.

The abort-and-eturn statementshat appearon Lines
J10and J15return a value from Procedurgamboree

parallelizea programwritten in this style, however, since
whena steal-requestrrives,thereis no explicit represen-
tationof theboardsthatneedto be stolenfrom themiddle
of thesearcttree.

StarTechaddressethis problemby copying the board



;» Reseath for value

J1) De®ngamboree as

J2) If isaleafthenreturnstatic _eval

(J3) Let thechildrenof , and

(J4) jamboree ¢

(J5) If thenreturn .

(J6) If thenset

J7 In Parallel: For from 1belovn  do:

(J8) Let jamboree 1

(J9) If thenset

(J10) If thenabort-and-return.

(J11) If then

J12) Wait for the completionof all previousiterations
(J13) of theparallelloop.

(J14) Set jamboree

(J15) If thenabort-and-return.

(J1e6) If thenset

J17) If thenset

(J18) Notethe completionof the thiterationof the parallelloop.
(J19) enddo

(J20) return .

Figure2: Algorithm jamboree .

statewhen a subsearchs started. Thus, when a child
completes,the parentstill hasits original, unmodi®ed,
copy of the board,andthereforeno 2unmodify® needsto
be done. Whenthe boardis copied,however, every byte
of the boardrepresentatiomustbe copied,whetherit is
modi®edr not.

Theboardstatecanincludesomethingsthatonemight
notexpect. Considetheproblemof detectingepeategbo-
sitions. Most serialprogramsusea hashtablethat stores
all thepositionsin thegamehistoryandthevariationlead-
ing to a particularposition. The hashtablecanbeincre-
mentally modi®edand unmodi®ed.Someha the setof
previouspositionsmustberepresenteth the boardstate.

StarTechrepresentthepositiondn thevariationwith an
arrayof hashkeys (onekey for eachposition.) This array
of positionscan be thoughtof asthe part of the board-
state. (The entiregameis broadcasto all the processors
sothatthe processorareableto examinethe positionsin
the actualgamewithout copying thosepositionsrepeat-
edly) Whena positionis stolen thesequencef positions
betweertheroot of the searchtreeandthe stolenposition
is sentthroughthe datanetwork to the stealingprocessor

The cost of copying the move history is not as great
as one might expect. Only the hashesof the positions
encounteredsincethe last irreversible move needto be
copied. In StarTlech,the averagelength of the repeated-
position history that is actually copiedis lessthan one,
partly becausén quiescenceearctmostof themovesare
irreversible.

The Global Transposition Table

Starech likemostchesgprogramsusesatransposition
tableto cacheresultsof recentsearcheskor asearcHrom
a givenpositionto a certaindepth,the transpositiortable
indicateghevalueof thepositionandthebestmovefor that
position. Thetranspositiortableis indexedby a hashkey
derived from the position. Wheneer the searchroutine
®nishesvith a position,it modi®eghetranspositiortable
by writing thevalueback. (It maydecidethattheold value
storedwasbetterto keepthanthe new value.) Wheneer
the searchroutine examinesa position, the routine ®rst
checkgo seeif theposition's valuehasbeenstoredin the
transpositiortable. If thevalueis presentthentheroutine
cansimply returnthevalue. Sometimesthe valuefor the
positionis not present,but a bestmove is presentfor a
searchto a shallaver depth. In this casethe bestmove
for the shallav depthcan be usedto improve the move
ordering. Sincethe Jamboreesearchalgorithm depends
on good move ordering, the transpositiontable is very
importantto the performancef Stariech.

ProgramStarTechusesa global transpositiortabledis-
tributedacrossall the nodesof the machineasshavn in
Figure3. To accesshetranspositioriable,whichrequires
communicatingfrom one node to anothey a message-
passingprotocol is used. The hashkey usedto index
thetableis dividedinto two parts:aprocessonumberand
a memoryoffset. Whena processoneedsto look up a
positionin the table,it sendsa messagé¢o the processor
nameddy thehashkey, andthatprocessorespondsvith a
messageontaininghecontentf thetableentry, (A sim-
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Figure3: TheStartechranspositionableis globally distributed. Thehashkey for apositionis dividedinto aprocessor
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tableelementin the machine.Thecollision resolutionbits discriminatebetweerpositionsthatmapto the sametable
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valueof theposition,andanupperboundto thevalueof the position.

ilar transpositiortable schemeis usedby the Zugzwang
parallelchesgprogram[FMM93].)

Historically parallelchesgrogramshave oftenavoided
globaltranspositiortables. F. Popavich andT. Marsland
concludedthat local transpositiontablesare betterthan
global transpositiontables[PM83]. Local transposition
tablesdo notincur ary message-passiryerheadbut lo-
cal transpositiontableshave a much lower hit rate than
global transpositiortables. With messaggassingover-
headshatmeasuren the tensof millisecondsPopavich
andMarslandwereforcedto choosebetweernbad perfor
mancedueto message-passirapsts,or badperformance
dueto poortranspositiortableeffectivenessThedecision
is mucheasierfor Starlech,which usedow-overhead10
microsecondmessagesn the CM-5. (Similarly, Cray
Blitz usesa global transpositiortable becauseaccessing
global memoryis alsoinexpensve on a Cray supercom-
puter[HSN89.)

3 The Performanceof StarTech

Theprevioussectionexplainedhow Starfechworks. This
sectionexploresthe performanceof Starlech. We start
by estimatingStariech's ratingusingaratingsestimation
benchmarkThen,by usingtwo fundamentaparallelper
formancemetrics thework andthecritical pathlength,we
gain a deeperunderstandingf Starfech’s performance.
Finally, we presenta few analyticalresultson the Jam-
boreesearchalgorithm.

Estimating StarTech's Rating

Themostcommonquestiongabout Starlech'sperformance
are®Whatis Starlech'sRating?°and®How muchrealper
formanceimprovementdoesStartechget by usingmore
processors?This sectionattemptgo answerthoseques-
tions. The standardvay to determingheratingof a chess
playeris to play lots of games. Sinceplaying gamesis
very time consuming,l use a set of benchmarkprob-
lems designedby I.M. L. Kaufman[Kau92 Kau93 to
estimateStarTech's performancaisingthe Elo ratingsys-
tem[Elo78]. Kaufmancautionsagainstimisuseof his rat-
ingsestimatoyfor exampleby tuningaprogramto dowell
againsonly thebenchmarlproblems.SinceStarfechhas
not beentunedagainstKaufmans benchmarkye canget
someideaof Starlechs rating by using Kaufmans esti-
mator

To obtainanestimatedElo rating for a program Kauf-
manuse25chesgositiong20tactical 5 positional).each
of which hasa correctanswer To obtainanestimatedat-
ing, onemeasurethetime it takesfor the programto ®nd
Kaufmans correctanswerfor eachposition. Then, one
throws away theworst5 timesandsumsup theremaining
times. Let ,o bethesumof thetimes,in secondsto solve
thefastesR0 positions.Given ,o, Kaufmanestimateshe

USCFratingas
USCFRating 2930 200 log,q 20 1)

whichmeanghatafactorof 10in performancés estimated
to be worth 200 ratingspoints. In additionto looking at



Trans- Positions Time Estimated

position Visited (seconds) Rating
Table top20

Entries
0 161,625,376 23337.14 2056
216 94,409,196 13506.36 2104
217 85,753,262 12670.01 2109
218 76,498,040 10925.46 2122
219 65,568,814 9605.36 2133
220 55,910,651 8040.08 2149
221 48,256,980 7138.08 2159
222 42,627,585 5799.31 2177
223 40,805,974 6120.18 2173
2% 40,805,974 6364.99 2169

Figure4: Performancef my bestserialimplementation
of Starlechasafunctionof transpositiotablesize. The
numberof chesspositionsin the searchtree is shavn,
alongwith thetime in secondsand,theestimatedating
using Kaufmans ratings estimationfunction, given by
Equationl.

thefast20 positions| also®ndit interestingo look atthe
sumof thetimesfor all 25 positions.

| wantedto measurethe improved rating of StarTech
asa function of the numberof processorshut ®rstl had
to isolate other factors. The biggestother factoris the
effect of thetransposition-tablsizewhich varieswith the
numberof processors.

Hsuargues[Hsu9( thatif oneincreaseshe sizeof the
transpositiortable alongwith the numberof processors,
then the resultsare suspect. Hsu statesthat increasing
the transpositiortable size by a factorof 256 caneasily
improvetheperformancdy afactorof 2to 5. My stratgy
is to choosea transpositiortable size that is suf®ciently
largethatincreasingt furtherdoesnt helptheperformance
onthisbenchmarkFigure4 shavsthe estimatedatingof
the serialprogramasa function of the transpositiortable
size,andit alsoshaws the numberof positionsvisited by
the programundereachcon®guration.

Note thatthe numberof positionsvisited by the search
tree monotonicallydecreaseasthe table getslarger, but
that after 223 entries, the numberof positionsbecomes
constantWe canconcludethatfor Kaufmansratingstest
ary transpositioniablesizeof morethan222 entriess quite
suf®cientandalargertranspositiotiablewill not,by itself,
raisethe estimatedating of the program.

| believethattheslightdecreasi estimatedating(i.e.,
the increasein time to solve the problems)beyond 223
entriesis due to paging and cacheeffects, becausethe
machinel ran thesetestson could not reliably hold the
working setin mainmemorywhenthetranspositiortable
is largerthan 2% entries. Any transpositiortable of size

Processors Timefor Estimated Timefor
Top 20 Rating all

(seconds) (USCF) (seconds)
1 8936.95 2139 38261.91
2 5376.45 2183 22007.46
4 315254 2230 11614.43
8 1932.27 2272 7411.54
16 1240.72 2311 4398.32
32 844.00 2344  2803.33
64 573.19 2378 1670.29
128 444,78 2400 1129.68
256 378.72 2414 907.24
512 319.38 2429 677.11

Figure5: Theestimatedatingof our parallelimplemen-
tation of Startechas a function of the numberof pro-
cessors.Thetime to solve the fastes20 of Kaufmans
testproblemsis shavn, alongwith the estimatedating
(computedvith Equationl), andthetimeto solve all 25
positions.

222 entriesor smallereasily®twithin themainmemoryof
theserialcomputen used.

I ranKaufmansteston avarietyof differentCM-5 con-
®gurations. Each con®guratiorincludesa transposition
table of with at least2?® entriestotal. The transposition
tablesizewassetat 22! entriesperprocessqmwhichis the
largestsize that ®tsin the 32 Megabytememory of the
CM-5 processors For runson fewer than32 processors,
| actuallyuseda 32-processomachinewith someproces-
sors disabled'. In this case,l usedthe entiredistributed
memory of the 32-processomachineto implementthe
global transpositiortable. As a result,in every parallel
run, the transpositiortable containsa total of at least22®
entries.

Figure 5 shows the estimatedrating of Startechas a
functionof the numberof processorsAccordingto Kauf-
manss test,thereis a diminishingreturnasthe numberof
processorgicreasesvhenonly thefastesROproblemsare
considered.If we considerthetime to solve all 25 prob-
lems,however, therearestill signi®canperformancegains
beingmadeevenwhenmoving from a 256-nodeCM-5 to
512-nodes.

Several other chessproblemsetshave appearedn the
literatureto testthe skill of achesgprogram.The Bratko-
Kopecset[KB82], oneof the earliesttestsetspublished
for computerswas designedo showv the de®cienciesf
a programratherthanto estimatethe programs strength.
Feldmannet al. [FMM93] found that the Bratko-Kopec
testsetcould not differentiatebetweermasterlevel chess
programsandsothey pickedacollectionof positionsfrom
actualgameghey hadplayedto measurghe performance



of their program.Kaufmans problemsetwasspeci®cally
designedto estimatethe rating of a programthat plays
masteflevel chess.

Even Kaufmans problemsetis not dif®cultenoughto
testa programlike StarTech. Partly this is becausestar
TechinheritsHiTech's stratgyy of analyzinga positionfor
a few secondsheforestartingthe search,and partly be-
causeit takesthe parallel searchroutine a few seconds
to exposeary parallelism. Starfechwantsproblemsthat
will take morethanjust a few seconddo solve. On the
512-processorun, for mary of Kaufmans positions,the
programspendsonly a few secondson the position. On
averagethe time spenton the fastest20 movesis only
16 secondsblessthan a tenth of the time allowed un-
dertournamentime conditions(roughly 180 secondgper
move.) The positionsin Kaufmans testthat achieve the
bestspeedupreoftendiscardedy Kaufmans evaluation
schemebecausdhey were amongthe slowest®we posi-
tions. In tournamenplay, Starfech's performancemea-
suredin positionsper secondjs generallymuchbetterin
the second®0 second®f a searchthanduringthe ®rst90
second®f search.Undersuchconditions Starfechseems
to achieve afactorof betweerb0 and100speedupn 512
processors.

The authorsof the Zugzwangchesgprogram[FMM93]
encounteredimilar problems,®ndingthat when search-
ing “easy'positionsto a very deepdepth, more speedup
is achieved thancanrealisticallybe expectedundertour-
namentconditions.On the otherhand,searchinghe easy
problemsto a shallav depthdoesnot give the programan
opportunityto ®ndparallelism.

In summaryl foundit dif®cultto obtaina clearestimate
of the strengthof Starfechfrom thesebenchmarksbut it
appearssafeto saythat Starlech’s rating would be over
2400 USCF. An effort needsto be madeto ®ndharder
problemsto testparallelprograms.

Critical Path and Work of StarTech

Simplymeasuringheruntimeof Starlechdoesnotprovide
muchinsightinto why theprogrambehaesasit does.We
now examine how to usetwo fundamentaperformance
metrics, critical path and work, to betterunderstandhe
performancef Starlech.

It wasnotclearto me,whenl startedorogrammingstar
Tech,how to predictthe performanceof a parallelchess
program.Chesgrogramssearcha dynamicallygenerated
tree, and obtaintheir parallelismfrom that tree. Differ-
ent branchesf the tree have vastly differentamountsof
total work and averageparallelism. Chessprogramsuse
large global data structuresand are nondeterministic. |
wanted predictableperformance. For example,if | de-
velop a programon a small machine,l would like to be
ableto instrumenthe programandpredicthow fastit will
run on a big machine. How canpredictableperformance

be sahagedfrom a programwith thesecharacteristics?

| foundthattwo numbersthecritical pathlengthandthe
work, canbe usedto predictthe performancef StarTech.
Thecritical pathlength is thetimeit would take for the
programto run on an in®nite-processanachinewith no
schedulingpverheadslt is a lower boundon the runtime
of the program. It turnsout that canbe measureds
the programruns, by a methodof timestampingwithout
actuallyperforminganin®nite-processa@imulation. The
work is the numberof processorycles spentdoing
usefulwork. doesnot includecyclesspentidle when
thereis not enoughwork to keepall the processordusy.

On processord, de®ne to be thelinear speedup
term Both and arelower boundsto the runtime
on processors(Anotherway to think about and

is to considerthe programto be a data ow graph. s
the depthof the graph,and s the size of the graph.)
Wecancompare to ,theruntimeof acorresponding
serialchessprogram,andwe cancompare to . The
ratio is the ef®ciencyof the parallelprogram,and
indicateshow much overheadis inherentin the parallel
algorithm. The ratio is the avelage parallelism of
the program,andindicateshow mary processorsve can
hopeto effectively use. A goodapplicationkeeps and

small. Usually, | simply measure and  asthe
progranruns.Thevaluesfor and canalsobederived
analyticallyfor afew specialcases.

For mary nonchessapplicationghevaluesof  and
dependonly on the applicationratherthanon the sched-
uler. In Starlech's searchalgorithm,however, the values
of and arepartially dependenbn decisionsmade
by the scheduler | foundthat and seemto be,in
practice mostlyindependentf thosedecisions.

It is easyto measurehe work of a program. | mea-
suredusingthemicrosecond-accuratienersof theCM-5,
the total numberof cycles spentrunning chesscode on
eachprocessar Figure 6 shavs how the measuredvork
varieswith themachinesizefor eachof severalexecutions
of eachof the 25 chesspositions. The time for solving
the problemon my bestserialversionof StarTechis also
shavn. Notethattheamounwf work increasegthatis, the
ef®cieng drops)asthe machinesizegrows. (It turnsout
thatStarlechalwaysrunsfasteron a big machinethanon
a smallmachine however) Whereaghe ef®cieny drops
asthe machinegetslarger, if we ®xthe machinesize,and
let problemsrun longer, the ef®cieny improves. (The
longerrunningpositionsare shovn ®rst,andthey arethe
positionson which lessextrawork is doneby biggerma-
chines.)Jamboresearchachievesef®ciencie®f between
33%and50%.

The critical pathlengthis a little bit more dif®cultto
measure.Using the CM-5 timers,| measuredhe length
of thelongestdependengchainof eachtree,asthesearch
runs.(Themeasuremeris performedasfollows: Eachpo-



sition's critical-path depthis de®nedo be the maximum
of the critical pathdepthsof the positionsit dependon,
plusthetimeit takesto domove generatiorandstaticeval-

searchto depth10, a best-orderea¢hesstreewould have
severalhundred-thousanidld parallelism.
If thetreeis notbest-orderd,thentheperformancefthe

uationonthatposition.) Figure7 shavshow themeasured parallelalgorithmcanbemudcworse however. Theoren®

critical pathlengthvarieswith themachinesizefor eachof
25 differentchesgpositions. The critical pathalsovaries
with the machinesize becausesearchalgorithminteracts
with the scheduler
Thecritical pathandwork canactuallybeusedo predict
the performancef StarTech.| foundthattherun-timeon
processorsf Starlechis accuratelynodeledas

102— 15 4 3 seconds.

@
Exceptfor theconstantermof 4.3secondsthisestimatds
within afactorof 2.520f thelowerboundsgivenby and
. The4.3-seconatonstantermcomesirom thetime

Starechspendstthebeginningof everysearchanalyzing
theboardandinitializing the evaluationtables.

ThescheduleandtheJamborealgorithmhave positive
interactions. Abstractly the schedulermandthe algorithm
are separated.But in practice,thereareinteractionsbe-
tweenthem. If thereis more parallelismthanthereare
processorsthenprocessorsendto do their work locally,
effectively creatingalargergrainsize andtheef®cieng of
the underlyingserialalgorithmbecomeghe determining
performancdactor The StarTech schedulerattemptsto
stealwork thatis neartherootof thegametree ratherthan
work thatis neartheleaves. By stealingwork neartheroot
of the gametree,the sizeof stolenwork is increased On
theotherhand,if work s stolenthatlateris determineahot
to have beenuseful,more processoryclesarewasted. |
foundthatfor agiventreesearchtheaveragesizeof stolen
work is largerfor smallermachines.

Analysis of JamboreeSearch

The Jamboresearchalgorithmcanbeanalyzedor afew
specialcasesof treesof uniform heightand degree. It
turnsout that | have two analyticalresults,one for best
orderedreesandonefor worstorderedtrees.Thecomplete
statemenbf the theoremsandproofscanbe foundin my
Ph.D.thesig[Kus94.

Theoreml statehow Jamboresearctbehaesonbest-
orderedirees. A best-orderedreeis onein whichit turns
outthatthe®rstmove considereds alwaysthe bestmove,
andthusthetestsin thejamboreesearchalgorithmalways
succeed.

Theorem1 For uniformbestorderedtreesof degree and
height , theef®ciencys 1, andtheaverage parallelismis
about 2 2. [

Chesdreestypically have degreebetweerB0and40in
the middle-game and which meansthat on a full-width

addresseworst-orderedrees.A worst-orderedreeis one
in whichtheworstmoveis considere®rst,andthesecond
worstmove is consideredgecondandsoon, with the best
move consideredast.

Theorem 2 For uniform worst-odeted treesof degree

andheight , the efdciencys aboutl 3 andthe average
parallelism is about 3, and the speedupis alwaysless
thanl. ]

Surprisingly for worst-orderediniform gametrees the
speedupfJamboresearctoverserial - searcHurnsout
to beunderl. Thatis, Jamboresearchs worsethanserial

- searchgvenonan?deal® machinewith no overhead
for communicationsr scheduling For comparisonparal-
lelized negamaxsearchachieseslinear speedumpn worst-
orderedtrees, and Fishhurn's MWF algorithm achieves
nearlylinearspeedumn worst-orderedrees|Fis84.

In summarycritical pathandwork aretheimportantpa-
rameterdor understandinghe performanceof Starlech.
Theaverageparallelismandef®cieng of Starechareboth
goodenougho achiere signi®canspeedun chesgprob-
lems,which probablyallows Starlechto performsat Se-
nior Masterlevel.

4 Improving StarTech

We have seerhow StarTechworks,andsomebasicperfor
mancecharacteristicef the program. This sectionshavs
how thecritical pathandwork canbe usedto improvethe
performancef StarTech. Firstwelook atatraditionalpro-
®leof how time is spentby Starech,andthenwe review
threestratgiesthat!| found canimprove the performance
of theprogram.

How Time is Spentin StarTech

Examininga timing pro®lecan provide cluesfor how to
improve a program. Figure 8 shavs how the processor
cyclesare spentby Starlechon a typical chessposition
thatranfor aboutl00secondena512-processanachine.
The biggestchunkof time is devotedto the chess-wrk,
whichfurtherbrokendown in Figure9.

More thanathird of all the processocycles,andmore
than half the cycles spentby on “chesswork' are spent
by the codethatimplementsthe control ow of the Jam-
boreealgorithm. In my serial program,the control ow
of the - searchalgorithmconsumesbouta quarterof
all the processorycles. The biggestpotentialimprove-
mentis to improve the codethat executesthe Jamboree
searchalthoughl have not beenableto ®ndary obvious
improvementdo thecode.
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68.8%

14.4%
6.6%
requestgor work.

3.6%
3.2%
doneata position.

2.2%
0.6%
0.5%
theresultto the parent.

Figure 8:

of the cyclesis "chess-wrk' doneby the parallelalgorithm. Of thosecycles,21.4%canbe
accountedor by thetime thatour bestserialimplementatiorconsumes.

of thecyclesarespentby processorsvaiting for globaltranspositioriablereadso complete.
of thecyclesarespentby idle processorsitting idle to avoid swampingbusyprocessorsith

of thecyclesarespentby idle processorfoking for work to do.
of thecyclesarespentwaiting for achild to completeto determinaf morework needgo be

of thecyclesarespentby busyprocessorservicinga transpositiortablelookup.
of thecyclesarespentby processorthathave work to do respondindo arequesfor work.
of thecyclesarespentby a child waiting for an"abort' messagérom its parentaftersending

How processorcyclesare spentby 512 processoiStarechrunninga typical problemfrom Kaufmans
problemset,usingthedeferredreadstratgy andrecursveiterative deepening.

37.7%
15.8%
8.3%
3.3%
2.0%
1.6%
0.2%

of all the cyclesarespenton staticevaluation.
of all thecyclesarespenton move generation.
of all thecyclesarespentsortingthe moves.

of all the cyclesarespenton control ow for the Jamboreelgorithm.
of all the cyclesarespentmoving the pieceson theboard.

of all the cyclesarespentcheckingfor repeategbositions.
of all the cyclesarespentcheckingfor illegal moves.

68.8% of all thecyclesarespenton ‘chesswork'.

A morecomplex schedulecould potentiallyget14.4%
ofthecyclesbackfromwaitingontrarspositiortabde read,
3.2%of the cyclesfrom thetime waiting on children,and
0.5%of the cyclesspentwaiting on parents.To save those
18.1%of the cycleswould requireimplementinga more
complex schedulerto handlecontext switching between
subsearchesen a single processar Theseimprovements
areworth investigating.

It hasbeenarguedthatusingthe Hitechstaticevaluator
is abadmatchfor anall-softwarecomputerchesgproram.
Since Hitech usesspecialpurposehardware, the Hitech
staticevaluatorexpectgo runin constantimeregardles®f
how sophisticatedhe staticevaluationfunctionbecomes.
SotheHitechstaticevaluationfunctionis designedo beas
sophisticatedspossiblegiventheconstraint®ftheHitech
hardware. In Starfechonly the 15.8%of the cyclesspent
maving pieceontheboardandthe8.3% of thecyclesspert
onstaticevaluationareattributableto theHitechemulation.
Perhapsa static evaluator designedfor a software-only
systemcould be betterthan Hitech's static evaluator but
giventhe overhead®f Starlech's searctroutines,simply
speedingup the static evaluatorwould not make a huge
performancdifference.l believe thatthe mainweakness
of Starechis its lack of searchextensiongatherthanary
weaknes#n thestaticevaluator

The code for move generationand checkingillegal
moves, which takes a total of 3.5% of the cycles, was

Figure9: How thetime is spenton “chesswork’ for Starfechrunningon 512 processorsn atypical problem.

optimizedby handin assemblyanguage Beforethe opti-
mization,the move generatiorandillegal move checking
accountedor about9% of all thecycles.

Threelmpr ovementStrategies

| found three stratgies to improve the performanceof
Starlech: Recursve iterative deepeningdeferred-reads,
andaslightserializationof thesearch.

The ®rststrategy for improving performancas to per
form recursve iterative deepeningin order to improve
move ordering. Starlechusesits globaltranspositiorta-
ble to improve move ordering. Most otherprogramsuse
additionalmove-orderingmechanismsuch as the killer
table[GEC67 andthe historytable[MOS86§. Starlech
doesnotuseary suchadditionalmove-orderingheuristics.
Recursie iterative deepeningworks as follows. When
searchinga chesspositionto depth , the ®rstthing Star
Techdoesis to lookupthe positionin theglobaltransposi-
tion tableto determindf anythingfrom a previoussearch
hasbeensaved. If a move for a searchof depth 1
or deeperis found, then StarTech usesthat move as its
guessfor the ®rstchild. If no suchmove is found, then
StarTechrecursvely searcheshe positionto depth 1
in orderto ®ndthe move. By sodoing, Starlechgreatly
improves the probability that the bestmove is searched
®rst. Recentexperimentsperformedby D. Dailey on his
Socrategprogramsuggesthatrecursve iterative deepen-
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ing may actually slov down programsthat alreadyhave
good move-orderingheuristics[Dai94]. (Recursie it-
erative deepeningvas usedin T. Truscotts unpublished
checlers programin the early 1980's [Tru92, and was
brie'y exploredfor the Hitechprogramby H. Berlinerand
his studentsn thelate 1980's[Ber93.) Withoutrecursve
iterative deepeningStarechchooseghe right ®rstmove
85%+95%0f thetime. With recursveiterative deepening,
a few percentmore of the positionsare searchedn best-
®rstorder Recursie iterative deependings worth about
a20%performancémprovementn Starlech.

The secondstratgyy for improving performances to
perform defered-readson the transpositiontable in or-
derto preventmorethanonepositionfrom searchinghe
samepositionredundantly Whena processinghodestarts
searchinga chesgposition, Starfechrecordsin the global
transpositiortablethatthe positionis beingsearched.If
anotherprocessosstartssearchinghe sameposition, the
processowaitsuntil the®rstprocesso®nisheslt is much
betterfor the secondprocessoto sit idle thanto work on
thetree,sincethis preventsthesecondgrocessofrom gen-
eratingwork whichmaythenbestolenby otherprocessors,
causingan explosionof redundanivork. Deferred-reads
areworth abouta 4% performanceémprovementin Star
Tech.

Thethird strat@yistoserializeJamboresearctslightly.
Insteadof searchingone child serially and then the rest
in parallel, as basicJamboreesearchdoes,our variation
sometimesearcheswvo childrenserially Theprecisecon-
ditionsfor searchindgwo childrenseriallyarethatthenode
beof Knuth-Mooretype-2[KM75], thatrecursveiterative
searchof the nodehada valuegreaterthanthe param-
eter of the subtree,and that the searchof the ®rstchild
yieldedascorethatis lessthanor equaltothe parameter
This serializationimprovesthe ef®cieng of Starlechby
10%+15%withoutsubstantiallyncreasinghecritical path
length.

Serialization Heuristics for JamboreeSearch

Thestoryof thatthird stratey illustrateshow critical path
andwork canbe usedto make gooddecisionsabouttun-
ing a parallelchessprogram. During the developmentof
Starechl foundseveralheuristicghatmightimprove the
ef®cieng of the Jamboreehessalgorithmon real chess
positions. This improvementin ef®cieny often cameat
theexpensef anincreasedritical pathlength.| foundone
heuristicthat actuallyimprovesthe performancewithout
signi®cantlyncreasinghecritical path,however.

| ®rstsetoutto identify whatwork is wasted.Thereare
two casesvherethe Jamborealgorithmdoeswork thatis
notnecessary:

failedwork is work doneto testa positionwhenthe test
fails, and the position must be searchedor value.

Someof thefailedwork is acostintroducecdby these-
rial Scoutalgorithm,sinceserialScoutalsoperforms
aresearch.Someadditionalfailedwork is incurred,
becauseén the serial searchthe testis possiblyper

formedwith a tighterboundthanis availableduring
theparallelsearch.

cutof work isworkthatis doneonachild of apositionthat
would not have beenexpandedn a serialexecution
becausanearlierchild would have failed high.

| arrangedor Startfechto computethe amountof failed
work andcutoff work. | foundthatmostof theinef®cieny
of Jamboreesearchis cutoff work. Dependingon the
position,10%+30%of all the work is cutoff work, while
lessthan2%is failedwork.

| foundthatdependingnthe position,50%+90%of the
failedwork is on Type2 positiong(positionsthatin abest-
orderedreeareoff theprincipalvariationandimmediately
fail high) that droppedbelon , while 10%+40%of the
failedworkis onType3 (positionghatareoff theprincipal
variationanddo notfail high) thatdroppedbelow

Usingthatdata,| decidedto try serializingthe search
for Type 2 and Type 3 positionsthatdropbelov . This
approachieduceadhework by asmuchas50%,whichwas
evenmorethanmy measurementadicatedthatit might.
The critical pathwasincreasedhowever, so thatthe av-
erageparallelismdroppedbelon 100. On smallmachines
the critical pathwasnot a problem,but for big machines
theserializatiorhurt the performancef the program.

| tried a ®nerstratgy for serializingthe search. My
ideawasnotto serializethepositionscompletelythatwere
causingfailed work to appearbut simply to serializethe
positiona little bit. | tried a stratgyy of searchingexactly
oneadditionalchild serially, for positionsof Type 2 that
drop belov , beforesearchingthe rest of the children
in parallel. This stratgyy worked out well, decreasinghe
total work by 10%z+15%while only increasinghecritical
pathslightly, sothatthe averageparallelismwasstill over
500.

By measuringverageparallelismwecanunderstanthe
impactof our algorithmdesigndecisions.In contrastpne
recentenhancemernb the Zugzwangprogram[FMM93]
is to explicitly computethe numberof critical children
of a position,andwhensearchinga positionwith exactly
onecritical child, andseveralpromisingmoves,Zugzwang
searcheall the promisingmovessequentiallypeforestart-
ing the parallelsearchof the otherchildren. They express
concernthat by serially searchingthe ®rstchild before
starting the other children they have reducedthe aver
ageparallelism. Sincethe Zugzwangliteraturedoesnot
analyzecritical path lengths, it is dif®cultto determine
how Zugzwang'sserializatiorscalesvith themachinesize
without actually runningthe programon a big machine.
Measuringcritical pathandwork cananswersuchques-
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tions.

In summary by measuringthe critical path and total
work, | wasableto improve the performanceof the Star
Tech programover a wide variety of machinesizes. If |
hadonly studiedthe runtime on smallmachines) would
have beenmisled into overserializingthe program. By
measuringhecritical pathlength,l wasableto predictthe
performance®nabig machine.l thenveri®edhattheper
formanceof the tunedcodematchedhe predictionwhen
runonabig machine.

5 Conclusions

Computerchessprovidesa goodtestbedfor understand-
ing multithreadedcomputations. The parallelismof the
applicationderivesfrom a dynamicexpansionof a highly
irregular game-tree.The treesbeing searchedare orders
of magnitudetoo large to ®tinto the memoryof our ma-
chinesandyetserialprogramsanrungame-tresearches
depth-®rstvith verylittle memory sincethe searchreeis
atmost20to 30 ply deep.Computerchesgequiresinter-
estingglobalandlocal datastructures.Computerchesss
demandingenoughto presenengineeringhallengeso be
solvedandto provide for someinterestingresults yetit is
not sodif®cultthatonecannothopeto make any progress
atall. Sincethereis anabsolutemeasuref performance
("How well doestheprogranplaychess?")thereis noper
centagen cheatingg.g.,by reportingparallelspeedupas
comparedo areally badserialalgorithm. In additionto
thosetechnicaladvantagescomputerchesds alsofun.

By separatinghe searchalgorithmand the scheduler
the problemsof eachcould be solved separately Oncel
had built a provably goodschedulerl wasableto focus
my attentionon the application,analyzingandimproving
the performanceof the underlyingsearchalgorithm. By
using critical pathto understandhe a program,one can
make goodtradeofs in algorithmdesign. Without sucha
methodologyt canbeverydif®cultto doalgorithmdesign.
My measurementdemonstratefor example,thatthereis
plentyof parallelismin Starfech.

Many researcherlave tried to build parallelchesgpro-
gramswith mixedsuccessTheStarlechprogramowesits
succesbothto goodhardwareandgoodsoftware. Onthe
hardwareside,the CM-5'sfastuserlevel messageassing
capabilitymalkesit possibleo useaglobaltranspositioria-
ble,andto distribute®negrained work ef®ciently Fasttim-
ing facilities allow ®ne-scal@erformancaneasurement.
On the software side, Starfech usesa good searchalgo-
rithm, andsystematicallyneasuresritical pathlengthand
totalwork to understandhe performancef theprogram.

| foundthatchesolacesgreatdemand®n a scheduler
In anotheexperiment performed| found,by reconstruct-
ing the scheduldor anin®nite-process@imulation,that
sometimeshereis plentyof parallelwork to do,andsome-

timesthereisverylittle. | typically sawv averageparallelism
of at leastseveral hundred but for abouta quarterof the
run-timeonanin®niteprocessomachinetheaveragepar

allelismwaslessthand4. It is crucialthatthescheduledoa
goodjob whenthereis verylittle to do, sothattheprogram
cangetbackto thehighly parallelparts.

Starlech’s tournamentperformancedemonstrateshe
practicalityof the parallelcomputerchesgechnologyde-
scribedin this paper Starlech,runningon the512-node
CM-5 at the National Centerfor Supercomputinghppli-
cationsat University of lllinois, tied for third placeat the
1993ACM ComputerChessTournamenbnits ®rstouting.

The Future

The Starfechwork pointsto severalareador futurework,
including new algorithms,new programs,and new pro-
grammingparadigms.

Thereareseveral otherapproacheto gametreesearch
thatarenotbasedn - searchseveralof whichmightbe
applicableto parallelsearch. For example,H. Berliner's
B* searchalgorithm[Ber79 triesto prove thatoneof the
movesis betterwith respectto a pessimisticevaluation
thanary of the othermaoveswith respecto an optimistic
evaluation. D. McAllester's Conspirag searchiMcA88]
expandshetreein suchaway thatto changethevalueof
theroot will requirechangingthe valuesof mary of the
leavesof thetree. The SSS*algorithm[Sto79 applies
branchandboundtechniquego gametreesearch.These
algorithmsall requirespacewhich is nearly proportional
to the run time of the algorithm, but the the constantof
proportionalitymaybesmallenougho befeasible.While
thesealgorithmsall appeatto be parallelizablethey have
not yet beensuccessfullydemonstratedspracticalserial
algorithms. | wantedto be ableto comparemy work to
thebestserialalgorithms.Nonethelessmartemalgorithms
with higheroverheadsnay becomemorevaluableasma-
chineperformancéncreases.

One of the biggestopenquestionsfor tuning parallel
chesprogramsstheimpactof additionalsearcheuristics
on the critical pathandtotal work. In Starfechwe only
did a simple searchto a given depthandthen performed
guiescencsearchirying out all the captures Most state-
of-the-artchessprogramsemploy searchextensionsand
forwardpruningto improvethequality of theirtreesearch.

| have been working on a newer program, called

Socrates,with D. Dailey, L. Kaufman, C. F. Joeg,

C. E. Leiserson,R. D. Blumofe, M. Halbherr and
Y. Zhou[JK94]. Socratesisesmoresophisticatedearch
extensionsandseemdo have even greateraverageparal-
lelismthanStarTech. Socratesisesanew programming
languageand run-time systembeing developedat MIT

calledCilk (pronouncedsSilk’) [BJK*94]. Cilk provides
alanguagendrun-timesystento separat¢heapplication
programfrom theproblemsof schedulingandloadbalanc-
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ing onaparallelcomputer Cilk hopesto make it possible [Fis84] J.P. Fishturn. Analysisof Speedujin DistributedAlgo-

for ordinaryC programmerso write multithreadedappli-
cationswithouthaving to beexpertsin parallelcomputing.
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