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Abstract

This papershavs how to run multithreadedrogramson a DRAM (Distributed RandomAccessMemory)

parallel computerand demonstrateshat such programscan run efciently on a collection of machines
distributedacrosghousandsf milesovertheinternet.Supposeave have afully strictmultithreadegrogram
haswork andcritical-pathlength , andwehavea processoDRAM machinewith anupperbound
to the costof routingary permutation.This paperpresentsa deterministicconserative DRAM scheduling
algorithmthatrunsin time andarandomizedonserative DRAM scheduling
algorithmthatrunsin time . We have modi ed the Cilk multithreadeduntime
systemto useour randomizedconseratve DRAM scheduler Surprisinglythe modi ed system,called

TreeCilk, often achiares a performanceémprovementwhen one 2000-mile-avay machineis addedto a

tightly-boundclusterof machines.



1 Intr oduction

Cilk is amultithreadedanguagdor parallelprogramminghatgeneralizeshe semantic®f C by introduc-
ing linguistic constructdor parallelcontrol. Versionsof Cilk previously releasedy MIT usea provably
ef cient, randomizedyork-stealingschedulesuitablefor machineswith plenty of bandwidth suchassu-
percomputerandcontemporarngymetricmultiprocessoré$SMP's) [BJK 96, FRL]. It consumesubtantial
bandwidth sincewhenrunningthatalgorithm,virtually every processom themachinecansenda message
to arandomlychoserotherprocessofrequently This papershavs how to runamultithreadedschedulepn
networkswith limited bandwidth.

To understandvhy we needa newv schedulingalgorithmfor limited bandwidthmachinedet us rst
examinethe algorithmusedby Cilk on a high-bandwidthmachine,and then considerwhat happenson
machineswith limited bandwidth.High-bandwidthCilk usesarandomizedavork-stealingstratgy, in which
anidle processosendsa messagéo randomlychoserprocessoto try to nd work to steal.Eachprocessor
hasits own pool of threadsto work on. If a processos pool becomeempty it triesto nd athreadin
anothermrocessothatit cansteal. It searche$or suchathreadby choosinganothemprocessoat random.
The rst processois known asathief, andthe secondprocessors knovn asavictim. Thethief sendghe
victim a messagelf the victim hasary extra threadsn its threadpool, it repliesby sendingone of the
threaddackto thethief, which startsworking on thethread.Otherwisejf thevictim hasno extrathreads,
thenit sendsbacka messagéndicatingthatthe attemptto stealhasfailed, at which point the thief picks
anothervictim at randomandtries again. This algorithmis both provably good and demonstrategood
performancempirically[BJK 96].

Considemwhathappensf we userandomizedvork stealingontheinternet,a network with verylimited
bandwidthcomparedo asupercomputet_etussupposehatwe areusingamillion processorspreadicross
theinternet.A problemoccurswhenthereareonly afew processorsvhich have work to do. This actually
occursregularly in someCilk programs' In fact, thosefew working processorsieedto communicatavith
eachotherin orderto getpasta nearlyserialpartof thesearcrsothatmoreparallelismcanbefoundagain.
If oneof theprocessorsappenso beonthewestcoastandonehappenso beontheeasicoastandthereare
amillion idle processorghentheinternetbackbonevould be ooded with steal/fil messag@airscrossing
the Mississippiriver. The programhastrouble gettingits work done,becausehe two active processors
cannotcommunicatenith eachotherefciently. Furthermorethe internets performanceor otherusers
might collapseunderthe resultingtrafc. The internetauthoritiesmight be within their rightsto kick us
off.?

To rst order we will accepthe network beingcompletelycloggedup if our programis gettingsome
usefulwork done. Given the grab-all-the-bandwiti-you-can natureof the currentinternet,we will not
try to solwe the problemfacedby the internetauthorities,exceptto try to make surewe actually usethe
bandwidthto do somethinguseful. Herewe focuson usingbandwidthproductvely, ratheron the problems
of governingtheinternet.

In this papeme shaw how to achieve algorithmicwork-schedulingvhile usingthe network asef ciently
aspossible. The internetis quite dif cult to understandso we attackthis problemfor dynamicrandom
accessnemory(DRAM) machinegLM88]. In aDRAM, communicationperformance&anbepredictedoy
cuttingthenetwork andmeasuringhe cut. Onemeasurethe bandwidthprovidedby thenetwork acrosghe
cut,andtheamountof informationthatmustbesentacrosghatcut. Theratio of informationto bandwidthis
theloadof thecut. Eachsuchloadis alowerboundto theamountof timeit will take to runtheprogram.The
key to aDRAM is thattheworst-caseut (the onewith the highestioad) actuallypredictsthe performance
of thecommunicationsperation.

!Forexamplethe Socratesnassiely parallelchesprogramgetsinto thissituation[JK97], andtheCilk knary multithreading
benchmarlbothcontaininto “mostly serial” portionsof thecode.
2For adiscussiorof techniqueso avoid swampinghigh-bandwidtietworks with work-stealingrequestssee[K us94.



In thecontet of aDRAM machinepur goalis to designa conservativddRAM work-schedulingalgo-
rithm. A conserative DRAM algorithmis onewhichinducesaloadonthenetwork notmuchgreatethanis
absolutelynecessarylt is clearwhatis meanty the“absolutelynecessarioad” for thefor theconserative
DRAM algorithmspresentedh [LM88]. But whatdo we meanby “the absolutelynecessaryloadfor work
stealing?Thethievesandvictims arechangingconstantly At oneinstantin time, the only availablethieves
maybefaraway from theonly availablevictims. Perhaps$f wewait alittle while, therewill besomethieves
andvictims nearereachothersowe won't have to useasmuchbandwidthfor themto communicate We
de ne this problemaway by consideringa snapshoatsomemomentn time. In this situationtheprocessors
areeitherthieves,or they arebusy, andif they arebusythey mayhave work availableto steal.Now we wish
to matchup the thievesandthe victims in suchway to allow usto prove a good performanceéboundand
withoutusingtoo muchbandwidth.

Theunderlyinggoalof Cilk' srandomizedvork-stealings to matchup victim andthief processorsThis
kind of matchingproblemis known astherendezvougroblem?® In the rendezwous problemtherearetwo
setsof processorgictims, andthieves, Thegoalis to nd a maximalbipartitedegree-oneggraphbeteerthe
victims andthethieves. Thatis, we wishto give every thief thenameof at mostonevictim sothatnovictim
is namedby morethanonethief. Also, we wanteitherall the thievesto receive a name,or all thevictims
to be named,(or bothif therearethe samenumberof thievesandvictims.) A rendezwusalgorithmcan
be usedto implementa work-stealingschedulerasfollows. Runtherendezeusalgorithm,andthenevery
thief thatrecevedavictim's namestealsrom thatvictim.

Our strat@y is to superimposea treedatastructureontothe network, sothatwe canperformoperations
suchasreductionand pre x summation.Internalnodesof the treeareimplementedoy processorsit the
leavesof thetree.We placetheinternalnodesof thetreeto try to maximizetheability to communicatevith
processorbelow it in thetree. A left-to-rightnumberingschemeadenti es the processors(SeeFigurel for
anexampletree.)

In this papemwe describeandanalyzefour rendezousalgorithms.The rst, Algorithm DPR, is adeter
ministicalgorithmthatusesparallelpre x, andis basedn Christmans rendezeusalgorithm[Chr83. The
secondAlgorithm RPRis arandomizedendezwousalgorithmthatachierestightertheoreticabounds.The
third andfourth algorithmsare conserative DRAM algorithms. Thethird, Algorithm DDR is a determin-
istic DRAM rendezwus. Thefourth, Algorithm RDRis arandomizeddRAM rendezous. Our boundsfor
theconserative DRAM algorithmsarethe sameasthe parallelpre x rendezousalgorithms but we argue
boththeoreticallyandempiricallythatthe conserative DRAM have signi cantly betterpreformance.

We have implementedAlgorithm DDR for the Cilk multithreadegrogrammingsystem.(As of writing
this paperwe have not implementedAlgorithm RDR but we hopeto have it runningin time for the nal
paper Therequiredchangego our Cilk implementatiorappeaitto be straightforvard.) Figurel shavs an
exampleof 25 processorspreadacrosshe USA, andalongeachedgeof thetree,it shavs the bandwidth
used(in bytespersecond.)Theaccountingdf bandwidthworksasfollows. Whenamessagés sentdirectly
from oneprocessoto anotherwe recordthatbandwidthis consumedlongevery edgeof thetree.Werecord
it this way, eventhough,for example,messagefrom Clevelandto Cambridgetake a shortcutand never
actuallyenterthe Moffett Field cluster(wherethe root of the treeis situated.) This methodof accounting
shavs more bandwidthbeing usedalong somelinks than are actually necessary Leisersonand Maggs
shaved[LM88] thatsuchashortcutdoesnotchangeaconserative DRAM algorithminto anonconserative
algorithm,however.

Theremainderof this paperis organizedasfollows: Section2 explainsandanalyzeghe parallelpre-
X rendezous algorithms(Algorithms DPR and RPR) Section3 presentsand analyzesour conserative
DRAM rendezwousalgorithms(Algorithms DDR andRDR) Section4 providesanempiricalperformance

3Theearliestversionof therendezwusalgorithmthatwe know of wasdescribedy Christmar{Chr83 in thecontext of parallel
memoryallocation.



analysisof the TreeCilk systemusing Algorithm DDR. Section5 concludeswith a discussiorof the un-
solved problemsof wide-areeCilk.

2 Parallel-Pre x Rendezwus

This sectionshavs how to implementa rendezeus without concernfor network load inducedby the al-
gorithm. The algorithmspresentedn this sectiondo not try to producea local matching,andthey areuse
substantiabandwidthwhile computingthe matching. We shall describeand analyzetwo algorithms: Al-
gorithm DPR (which standdgfor “DeterministicPre x Rendezwus”) andAlgorithm RPR(which standgor
“RandomizedPre x Rendezwous”.) In the next sectionwe shalldescribealgorithmsthataremoreparsimo-
niouswith the network bandwidth.

Thepre x rendezwusalgorithmspresentedhereusea parallelpre X enumeratiomprimitive. Theenu-
merationproblemis asfollows: Given a machinein which a subset of the processordave a certain
property give eachsuchprocessor uniquenumberbetweenO (inclusive) and  (exclusive.) Enumer
ation can be implementedn logarithmictime using a parallel-pre x operation,even on machineswith
relatively little bandwidth.For moredetailson how to implementparallelpre x andhow it canbeused see
[CLR9O,Ble9q.

Algorithm DPR (Deterministic Pre x Rendezwus)?

1. Enumeratghethieves.
2. Enumeratéhevictims.

3. The thvictim sendsamessagéo Processor, andthe th thief sendsa messagéo Processor (both
messagesontainthe identity of their sender). Processor is called the rendezeus processoffor
Victim andThief .

4. Therendezousprocessothensendsa messagéo thethief thatcontainghevictim's identity,

5. Whenathief reciesesamessagérom therendezeusprocessqtit knows theidentity of avictim from
whichit shouldsteal.

Algorithm DPR s performanceat multithreadedcomputationsanbe analyzedasfollows. See[BL94]
for acompletetechnicalde nition of the termfully strict multithreadedcomputationandthe performance
measuresritical-pathlengthandwork. Informally, afully strictmultithreadedtomputatioris well-formed.
Thework is thetime it takesone processoto executethe computation.The critical-pathlengthis thetime
it would take anin nite-processomachineto executethe programwith no schedulingor communications
consts.

De nition 1 Thevalue is the worst-casecostof routing a permuationon the parallel computerbeing
used.

Theorem 2 Considerthe executionof any fully strict multithreadedcomputatiornwith critical-path length
andwork usingthe(nonandomizedpre x rendezvousTherunningtimeon processas, including
schedulingoverheadjs

Proof: Everysuccessfustealcanbeamortizedagainseitherwork or thecritical-pathlengthin themanner
of Brent'stheoremBre74]. Theoverheadf astealis sincetheenumerationsosttime

4Algorithm DPRis dueto Christmar{Chr83.



andthedatathatis sentfor the rendezwus consistf threesubpermutationgachof which costsno more
than time. [

Algorithm DPRcan be improved by modifying it so that every victim hasan equalchanceof being
stolen. (If thereare morethievesthanvictims, thenthereis no trouble,but if therearemorevictims than
thieves,we wantto male surethey all getachance.)

Algorithm RPR(RandomizedPre x Rendezwus):

1. Choosearandomnumber andbroadcasit to all the processors.

2. Enumerate¢hethieves,andalsobroadcasthetotal countof thethieves,

3. Enumeratehevictims, andalsobroadcasthetotal countof thevictims

4. Renumbethevictimsby addingtheir to enumerationndex (modulo )
5

. The thvictim (usingthe new enumeratiorindex) sendsa messagéeo Processor, but only if
The th thief sendsamessageo Processor. (bothmessagesontaintheidentity of their sender).

o

. Therendezwusprocessothensendsa messagéo thethief thatcontainghevictim's identity.

7. Whenathief reciesesamessagérom therendezeusprocessqtit knows theidentity of avictim from
whichit shouldsteal.

Thus,eachvictim hasan equalchanceof beingmatchedwith athief. In this algorithmthe probabilitiesof
adjacentictims beingstolenarenot independentbut thatindependences not neededor the Cilk results
to gothroughif thereis enoughbandwidth.

Theorem 3 Considerthe executionof any fully strict multithreadedcomputatiornwith critical-path length

andwork  usingthe randomizedore x rendezvous.The expectedrunningtimeon  processos,
including schedulingoverhead,is . Moreover, for any , with
probability at least , theexecutiontimeis

Proof: The proofsof Blumofe andLeisersonBlu95, BL94] work with somesimpli cations and minor
modi cations. In thoseproofs, an accountingschemels usedwhere processotime is accountedor by
putting a dollar in one of threebucketson every time unit. The rst bucket, the work bucket getsa dollar
whener a processolis actuallyworking. The secondbucket, the stealbucket getsa dollar every time
a processoinitiatesa steal. The third bucket, the waiting bucket, getsa dollar for every time unit thata
processors waiting for aresponséo astealrequestOneverytimeunit  dollarsaredistributedamongthe
3 buckets, sinceevery processois eitherworking, stealing,or waiting. As with Blumofe andLeisersors
proof, the work bucket endsup with exactly  dollars. The stealbucket will have an expected

dollarsin it, sinceon every globalrendezeus, we have a goodchanceof stealingthe critical threads.The

wait bucket hasanexpected sinceeachrendezwustakestime . It takes
time to performthe enumeratesandit takestime to sendthe messagessincethey areall
subpermutations. [

Thusthe randomizedore x-rendezwus algorithmhaslarge costsassociatedvith critical-pathlength,
but the costsassociateavith the work are small, which is an improvementover the deterministicpre x-
rendezeusalgorithm.

Thereareseveral problemswith thepre x-rendezwusalgorithms:



Thesealgorithmsdo not eventry to producea matchingthatpresereslocality. It maybepossibleto
nd amatchingthatincursno stealingacrosgheroot of tree,but thesealgorithmsmalke no effort to
nd suchamatching.

Evenif the matchinghappengo have a high degree of locality, the pre x rendezwus algorithms
themselesusea greatdealof bandwidthto nd thematching.In particular sendingdatato andfrom
the rendezwus processorsnay incur much higherloadsthanthe matchingitself incurs. (This can
happenfor example,if all the victims andthe thievesarein the rightmostpart of the tree, but the
rendezousprocessorgrealwaysattheleftmostpartof thetree.)

Onbandwidth-limitechetworks, Algorithm RPRhasa big adwantageover randomizedvork stealing,n
thatthe slovdowns arelimited by the cost, , of routinga worst-casgpermutation.Beyondthe smallload
inducedby computingthe enumerationsgvery messagesentis associatedvith actuallygettingsomework
stolen.In therandomizedvork-stealingalgorithm,messagesansaturatahe network with no usefulwork
gettingdone. For networks with plenty of bandwidth,however, randomizedwvork-stealingis muchfaster
thantherandomizedre x-rendezwusalgorithm.

3 Consewative Rendezwus

We have now explainedandanalyzedwo pre x-rendezwus schedulershat do not take careto minimize
network load. This sectionshavs a conserative DRAM algorithmfor rendezeus, which gives qualita-
tively betterperformancdor the rendezous. We have not beenableto relatethis improved rendezous
performancdo animprovementon our boundsfor work-schedulingsinceasfar aswe know, in the worst
case,it may actuallyrequiretime to matchthieveswith victims. Empirically, we have found that the
bandwidthusedby our conserative rendezwus algorithmis substantiallylessthanthat usedby the stan-
dardrendezousalgorithms however. Firstwewill morecarefullyde ne thegoalswe aretrying to achieve,
andthenwe will presentandanalyzetwo conserative DRAM algorithms,one deterministicandoneran-
domizedwhich have the sameboundsrespectiely asthe deterministicandrandomizedpre x-rendezwus
algorithms.

As statedearlier we superimposatreeontothe network. We designateéheinternalverticesasswitches
andtheleavesaredesignategrocessas. Whenthey do not needto be distinguishedswitchesandproces-
sorsarecallednodes A switchmay have anarbitrarynumberof children. All computationaWwork is done
by processorsandthe schedulingwork is distributedamongthe switches. Processorin the treearein a
one-to-oneorrespondenaosith thephysicalprocessorgvolvedin theDRAM. Switchesarevirtual objects
whosefunctionis ful lled by oneof the physicalprocessori the subtreerootedin the switch. The com-
putationalrequirementsf schedulingaresmallcomparedo therequirementsf theactualcomputationso
theselectiorof the hostprocessors someavhatarbitrary

The notion of owneshipis the foundationof Algorithm DDR. Eachthief andeachvictim is logically
ownedby a node. Whena processobecomesa thief or a victim, it createsa logical ownership,which it
cantransferto its parent. Switchestransferownershipof thievesandvictims upwardsuntil a switch owns
both a setof thievesanda setof victims; this switchis calledthe matding switch. The matchingswitch
arranges matd betweernthe thieves andvictims, which signi es that eachmemberof the thief setwill
stealfrom oneof themember®f thevictim set. Thematchingswitchdoesnotactuallymalke theone-to-one
mapping;oncea matchis made the switchedn the subtreébeneatiihe matchingswitchareresponsibldor
constructingnappingssplittingtheblock of thief andvictim ownershipsnto smalleblocksanddistributing
thoseblocksto their children. Match messageare sentonly down subtreesvhich includethieves; since
thieves stealfrom victims, the matchmessageare ultimately destinedfor thief processorsWhena thief
processorecevesa singlematchpair containingits own ownershipandthe ownershipof avictim, it steals
from thatvictim andthendestrgs the pair of ownershipssincethethief is nolongerathief andthevictim



is no longera victim. If the thief becomesddle onceagain,or the victim hasmore stealablework, they
re-createwnershiprightsandthe procesdeginsanev.

Algorithm DDR maintainslocality by performingmatchedn subtreeseforeperformingmatchesbe-
tweensubtree A switch performsall possiblenatchedetweerthievesandvictimsin the subtreevhose
rootis , andthensendgheresidueup to its parent.This processassureshatmatchedetweerrelatively
local processorsire madebeforematcheshetweerrelatvely remoteprocessorsassuminghatthe treeis
designedsothatsubtreegorrectlyre ect locality. Theideaof organizingprocessorfto atreeis not new;
Keith Randalls distributed Cilk effectively usesa tree of heightonewith oneswitchand leaveswhere

is the numberof processors.The differenceis that Algorithm DR doesthe matchingconseratively,
assuringhatall intra-subtreeanatchesaremadebeforeintersubtreematchesreattempted.

To helpexplain Algorithm DDR, we haveillustratedsereralstagesTheinitial stateof ahypotheticatree
is illustratedin Figure2. Switchesarerepresentetly rectangleandnamedwith Greekletters.Processors
arerepresentetly roundedectanglesthief processoraredenoted , while victim processoraredenoted

. Thenotation signi es thatthenodeowns thievesand victims. (Theletter  standgor
“Mine.”) Thus,thethief processorswn onethief eachandthevictim processorswn onevictim each.

3.1 Indir ect Ownership Passing

The goal of makingwork schedulinga conserative algorithmrequiresthatthe schedulingalgorithmpass
no moreinformationthannecessarpetweemodesparticularlyif thatinformationis of variablesize. This
rulesoutanimplementatiorwhich passeshe ownershiprights of thievesandvictims by name because¢he
sizeof themessagesontainingthoserightswould grow linearlyin thenumberof ownershipseingpassed.
In the worst case the size of a messageould be proportionalto the total numberof thieves or the total
numberof victimsin thetree. Thisis not a problemfor smalltrees,anda scheduleusinga name-passing
schemanightevenbebetterfor smalltrees but it hasbadasymptoticdoehaior.

To malke the passingf ownershipa constant-sizenessageye passownershipsaanorymously Whena
nodeowns thieves,thatownershipconsistsonly in the nodes thief ownershipcountbeingsetto . To
passownership,a nodecreatesa messagevhich signi es thetransferof thieves,sends¢he messageand
subtracts from its thief ownershipcount. Whena nodereceves a transfermessageit addsthe transfer
countto its ownershipcount. Thesameprocesss usedto transfewictims. Thetransfermessagés therefore
aconstant-sizenessageT his coversthemessagewhich travel up from the processor$o theroot, carrying
ownershipsauntil amatchis made.Figure3 illustratesthetreeafterall ownershipshave beentransferredo
therootswitch

Match messagesyhich travel dovnward from the matchingswitchto the thief processorsaresimilar
to transfermessagesxceptthatthey includea matt pointer. Matchmessageareultimately destinedor
thief processorsandthosethieves cannotstealwithout the addresf a victim processor Nevertheless,
we establishedhatthe matchingmessagenustnotincludeafull list of victim processorssincethis could
concevably includeall thevictim processorg thetree. To solwve thisdilemma,we introducetheconcepof
amatd pointer, which is eitherthe nameof a victim processobor a pointerto a switchwhich canprovide
a setof matchpointers. Whena switch or a processorequiresactualvictim namesijt “dereferencesthe
matchpointerby sendinga matd queryto thereferencedhode,which respondswvith eithera setof victim
processonamesor a setof matchpointers.This allows usto passnamesonly whenrequired which keeps
the algorithmconserative. Note thata matchmessagealwaystransfersthe samenumberof thievesand
victims; thisis logical, sinceit would beimpossibleto matchunequahumbersf thievesandvictims.



3.2 Resewations

We introducethe conceptof a reservatiorto make matchquerieswork properly Thereis a problemwith
the systemdescribedabore: whena switchis asled to deferencea matchpointer it is not clearhow the
switchcanavoid returningthe samevictim processorso multiple queriers.To handlethis problem,we use
a systemof reservations Whena nodetransfersownershipof victims to its parent,it keepstrack of how
mary ownershipswverepassedsa reseration. The nodeno longerownsthoseprocessorshut it still must
resere themuntil the ownerclaimsthem. The stateof thetreewith reserationcountsis shawvn in Figure4.
Thenotation“R=(t,v)” indicateghatthenodeis reserving thievesand victims. Notethatthe sumof the
“mine” andthe“resened” pairsfor agivennodeis the countof thievesandvictimswhichthenodehasbeen
informedof.

Thief reserationsare redeemedvhen a parentsendsa matchmessageo its child. Sinceit is thief
processorsvhich ultimately steal,the matchmessagefor a given setof matchescascadalown the thief
subtreeto the thief processorsiamedin the set. Match messagesransferownershipof both thievesand
victims; the ownedvictims arein anadjacensubtreeput sinceanode originally transferrecownership
of thievesto its parent,it musteventually receve a matchmessagdor thieves, redeemingits own
reseration. Uponreceiptof the matchmessagethe ownershiprightsof thievesaretransferredrom the
reseredpoolto the“mine” pool,and thenproceedso setup matchesisdescribedelow.

Victim reserationsareredeemedby matchqueries Whenthe matchingswitch sendsa matchmessage
to aswitch, it sendgherightsto a numberof thievesandvictims, asdescribedabore; it alsosendsa setof
matd pairs. A matchpair consistsof a matchpointeranda victim count;togetherthey describethe right
to aresenration of a givensizeon the namednode. A thief switch holding a matchpair cansenda match
gueryto the nodenamedby the matchpair A node receving a matchqueryredeemghe reseration
by returninga setof matchpairswhosematchpointerspointto a subsebf 'schildrenandwhosevictim
countssumto thevictim countin theoriginalreseration. In otherwords, swapsamatchpaironitself for
asetof matchpairsonits children. thendecrementéts reseration countandadjustsinformationabout
its childrensothatit doesnotallocatethe samevictim processoto two queriers.

To continueour example we shav the stateof thetreeaftertheroot switch hassentamatchmessage
for two thievesandtwo victimsto andwhile is in the midstof querying in Figure5. Switch has
decrementeds thief andvictim ownershipcountsby two, sinceit transferrecownershipto via a match
messageglongwith a matchpair for two victimsfrom . Switch hasdecidedo redeemnthisreseration,
soit hassenta matchqueryto , which hasrespondedvith two matchpairsnamingits two children,
and . Noticethatthe sumof thevictim countsin 'sresponsés equalto thevictim countin 'squery
andthat hasdecrementeds reseration count,sinceit no longerholdsthe reserationson its children.
Once recevestheresponseit holdsthereserationson  and

3.3 The Knife Algorithm

TheKbnife algorithmis usedto actuallymatchup victimsandthieves. Whenaswitchprepares$o sendmatch
messageto its children,it mustmale surethatthe matchmessagetransferequalnumbersof thievesand
victims. To minimize communicatiorcosts,a switch shouldsendonly onematchmessagéo a givenchild
for agivenmatchingcycle. To satisfythesegoals,we usethe Knife algorithm. It executeson anodein the
thief subtreewhich owns a numberof thievesandvictims andholdsa setof matchpairs. The algorithm,
runningonanode , isthefollowing:

1. Attemptto nd asubsetf 'sownedmatchpairs,the sumof whosesizesis exactly equalto the
numberof thievesin oneof ‘'schildren

2. If this fails, it fails becausene of the matchpairsis too large. Senda matchqueryto the switch



namedby the overly large matchpair to exchanget for a setof smallermatchpairs.

3. If the Step1 attemptsucceedscomposea matchmessageontaininga transferof thief andvictim
ownershiprightsandthe subsebf matchpairsandsendit to

This algorithmis repeatedintil we nish matchingall thethievesandvictims.

An exampleof a simpleexecutionof the Knife algorithmis illustratedin Figure5. Switch is unable
to sendary matchmessagebeforeit queries becausét holdsa matchpair of size2, whereasts children
areall thievesof sizel. Switch needsamatchpairof sizel. To obtainsucha matchpair, it sendsamatch
qgueryto . If, hypothetically returnedamatchpairof size2, wouldthenqueryonthatpair;it continues
this processnto it obtainsamatchpair of thecorrectsize. Thequeryingswitchessentiallyattemptgo “cut”
off a slice of the tree of the correctsize,andcontinues‘cutting” until it succeedsFor a balancedree,no
morethan gueriesarenecessarywhere isthenumberof processors.

While it seemssif analternatve algorithmcouldavoid thisloop, suchanalgorithmcauses message
explosion. Considerthe alternatve algorithmwherea switch performsonly onematchquery queryingits
sibling or cousin. If it still holdsan overly large matchpair , the switchtrivially dividesit into two
matchpairs and where . Thisis alegitimateoperation sincethenode canfulll
two resenationsjust aseasilyasone,andappeargo allow a switchto sendmatchmessagew its children
while doingonly onematchquery Theproblemoccursin treeslike Figure6. SinceSwitch  is notwilling
tolook aheadnto 'schildren,it justsplitsthe matchpairfor into four piecesandsendghemonto its
children; thereforegetsqueriedfour times,creatinga communicatiorhotspotin the network. The Knife
algorithmdoesoneextraqueryto  andthusavoidsthe messagexplosionandthe hotspot.

Oncea thief processoreceves a matchpair naminga real victim processqrit is ableto steal. The
Knife algorithmdoesnot guarante¢hata thief processowill receve a matchpairwith arealvictim name;
it may be givena matchpointer in which casethe thief processousesmatchqueriesto follow the chain
of matchpointersuntil it reachesherealvictim processorThethief processostealswork from thevictim
processqrandthendestrgs the ownershiprightsto boththe thief andthevictim. At this point, sincethe
thief processoheld anddestrged the ownershiprightsandreserationsfor boththe thief andthe victim,
no nodeownsor resereseitherone.

This setof proceduress the essencef the algorithm. Within a given subtree pwnershiprightsriseto
the subtregoot, whichcomposesindsendsnatchmessagew its children. Thesematchmessagesascade
down the thief subtree arrangingthe appropriatevork steals. In the meantime the subtreeroot hassent
residualthievesor victimsto its parent sothatthis sameprocesss takingplaceon thenext level.

Theuseof anorymousownershipandmatchpointersis basicto the distributednatureof thescheduling
algorithm. If we wereto usea name-passinglgorithm,thenthe matchingswitchwould be doing mostof
the schedulingwork for a given setof matches.In our system the schedulingwork is distributed among
all the switchesin the thief andvictim subtreesA given switchin thethief subtreds only responsibldor
executingthe Knife algorithm.A givenswitchin thevictim subtreesimply hasto ful I matchquerieswith
matchpairs. The appareninconvenienceof having to do matchqueriesand dealwith matchpointersis
balancedy betterdistributedbehaior for the schedulingalgorithm.

3.4 Analysis
Algorithm DDR hasthe sameperformancéoundsasAlgorithm DPR, but Algorithm DDR is conserative.

Lemmad4 If theprocessoitreeis balancedf depthat most , thenthe DRAMrendezvoualgorithmis
conservativavith respecto thetreeandthe permutationinducedby the matding

Proof: The messagethatgo up the treeinduceonly a constantoad on the tree. The downward-going
messageare of size containat most nodeidenti ers, sinceeachmatchingnamesa contiguous
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region of processordy namingthe maximalrootsof the subtreesontainingthoseprocessorsThe node
namesandcountsrequireat most bitssincethereareonly  processor$o identify or count.Each
subtreemay receve at mostone matchmessagdrom eachof its ancestors.The knife algorithmis used
to split ary particularnodeat mostonceper matchmessageandareonly handledby the ancestor®f the
victimsthatwill eventuallybestolen.

Theorem5 Considerthe executionof any fully strict multithreadedcomputatiornwith critical-path length
andwork usingthe (nonandomizedPRAMrendezvousTherunningtimeon processos, includ-
ing schedulingoverheadjs

Proof: Thesameasfor Theoren?.

3.5 RandomizedDRAM Rendezwus

Algorithm RDRusesaslighttwist onthenonrandomize®RAM algorithm.In Algorithm DDR, amatching
switch tries to matchasmary of its childrenaspossibleto maximizelocality, without regardto whether
faraway victimswill everbestolen.To make surethateachvictim hasafair chanceof beingstolenrequires
globalknowledgeof how mary thievesandvictimsthereare. To dothis,we rst calculatethetotal number
of thievesandvictims by summingup the treeandbroadcastinglown. At this point every switch knows
howv mary thieves andvictims are belaw it in the tree,and hov mary arein the entiretree. Let be
the total numberof thievesin the entiretree,and  be the total numberof victims. If theneach
switchmatchedocally asbefore. Otherwisejn a completelyfair schemegachvictim shouldhave chance
of beingstolen.

We will de ne a “fairnesscoefcient”, , which tells us how fair we wantto be. If thenthe
algorithmwill be completelyfair. If thenthe algorithmwill guaranteesachvictim a chance
of beingstolen. If the algorithmrevertsto Algorithm DDR. Eachswitchuses to determinehow
muchmatchingit mayperformlocally. If aswitchhas thievesand victimsin its subtreethenit knows
thatthereare thievesand victims in therestof theworld. The switchmustguarante¢hat
therestof theworld will have thievesavailablefor its victims. Thusit mustcontritute atleast

thieves,andit canuseupto of its thievesfor localmatching.We

canthusadjust to make atradeof betweerprovably goodperformancendimprovedlocality.

Theorem 6 Considerthe executionof any fully strict multithreadedcomputatiorwith critical-path length

andwork usingtherandomizedRAMrendezvouwith a positiveconstant.Theexpectedunning
timeon processas, includingsdedulingoverheadjs . Moreover, for
any , with probability at least , theexecutiontimeis

Proof: Thesameasfor Theorenmg.

4 Empirical Results

We implementedAlgorithm DDR in the Cilk multithreadeduntime system. We call the DRAM version
of Cilk TreeCilk. We found that the systemis not very predictable whetherwe run on a controlledervi-
ronmentsuchasthe NASA AmesWhitney cluster or on anuncontrolledervironmentsuchastheinternet.
Surprisinglytheinternetis notmuchworsethanthelocal-areanetwork.

To measureghe performancef TreeCilk,we ranapplicationsandmeasuredhecritical path,work, and
runtime. Currently TreeCilk canonly run a few Cilk applications.Our versiondoesnot supportdynamic
memoryallocationor Cilk's abortprotocol. We plan to addressboth of theseshortcomingsn the near
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future. Becausef thesdimitations,we only have a few programsunning,includingthe doublyrecursve
bonacci programandthe syntheticknary benchmarkBJK 96].

We rantheknary programwith avarietyof parameterandon a variety of machinecon gurations.In
orderto plot differentcomputation®n the samegraph,we normalizedthe machinesizeandthe speedup
by dividing thesevaluesby the averageparallelism , aswasdonein [BJK 96]. Figures?
and8 shav the outcomeof theseexperiments.Figure 7 includesonly datafrom runningin the Whitney
ethernet-connecteldentium-Pracluster Figure 8 shaws datafrom running on the internetusing several
whitney machineplusoneYale machinecommunicatingrom Connecticuto California.

The linearspeedupplus critical-pathmodel of [BJK 96] doesnot appearto work very well for our
implementationgven whenwe run in the controlledernvironmentof the Whitney cluster The datafrom
Figure 9, which includesonly runsfor which the work is at least18 secondss a little better but it still
appearshatwe do notfully understandhis systemWetriedacurwe t of theperformancegainsia model
of theform

and ts thatincludedthe basisfunctionarea little betterthan ts thatincludeonly the basis
function,but we do not considetthecurnesto t well enoughto be predictie.

We suspecthat the part of the systemwe do not understands the synchronization.Perhapsur al-
gorithmis “too synchronous”.We planto try somemodi cations to the algorithmthat male it lesssyn-
chronous.

We foundthattakinga clustercomputatiorandaddinga faraway processobftenimproved the speed.
Onewould not be surprisedf the overheadof addinga faraway processonvercameary additionalpro-
cessingpower addedby the processor Sometimesaddinga processohelps,and sometimest doesnot.
Surprisingly we foundthatin situationswherethe additionof alocal processommprovesperformancethe
additionof a processolocatedacrosgheinternetalsoimprovesperformance.

Link Loads

We canmeasurdink loadsonourtreestructurevery easily Sinceourabstractiorof theinternetis thatit is a
tree-structure®RAM, thereis auniquepathbetweereachsourceanddestinationlf we recordthenumber
of bytessentto eachsourceandeachdestinationyve canreconstructhe bandwidthactuallyused.Figurel
shavs thelink loadsfor onerun of TreeCilkon 25 processorslistributedacrosghe USA. Theloadsacross
therootof thetreeareanorderof magnituddessthanwhata ordinarymodemprovides.

5 The Future

In time for the nal paperwe hopeto getthefollowing done:
ImplementAlgorithm RDR therandomizedRAM rendezwus,for TreeCilk. Perhapsheimproved
theoreticabehaior over Algorithm DDRwill translateo improvedempiricalbehaior.
Loosenthe synchronizatiomequirement®f the algorithmto allow differentpartsof the machineto
performtheirwork moreindependently
Supportthe full Cilk-5 language.For dynamicmemoryallocationKeith Randallhasalreadymade
mary of theneededthangesdn his DistributedCilk, andwe simply needto patchourimplementation
with his improvements.We alsohopeto getthe abortprotocolrunningeventually With thesetwo
changesve will be ableto run muchmoreinterestingapplicationssuchasblocked matrix multipli-
cation,LU decompositionBarnes-Hutandthe CilkChessparallelchesgrogram.

In themedium-termwe hopeto improve TreeCilk. Our stratgiesincludethefollowing:
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Usethe higherperformancenetworks available on the Whitney cluster (We areusingUDP on the
ethernet.We hopeto try theseexperimentson a machinewith a high-performanceystem-areaet-
work.

We hopeto mege the fault-tolerantCilk of Blumofe and Lisiecki [BL97] with our systemso that
TreeCilkwill beableto tolerateprocessofailures.

In the longerterm,internetapplicationssuchasTreeCilkwill becomemorecommon,andtheinternet
will needto provide a way to control the bandwidthconsumptionof theseapplications. It is becoming
clearhow onecontrolsthe bandwidthconsumedy a point-to-pointconnectionput is still notclearhow to
controlthe bandwidthconsumedy a collectionof processorsvorking on oneapplicationwithout slowing
themdown unnecessarilyPerhap®neday we will seeapplicationssuchasCilkChessunningon millions
of processorsvertheinternet.
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Figure1l: The bandwidthsusedin a big TreeCilk computation.A total of 25 processorspreadacrosshe

USA were used. Thesedatacomefrom runningthe knary with parameterg1,5,30000,8)

[BJK 96€] for anexplanationof the parameterso knary ). The dottedlines shav wherethe internaltree
nodeswere physically placed. The numberson the tree edgesshav the bandwidthconsumecover the
computation(measuredn bytespersecond.)The MIT andALR machinesare both 4-processoPentium
Pro 200Mhz SMP computergqrepresente@s a subtreewith four leaves). The Whitney site provided 16
one-processdpPentiumPro 200Mhzcomputergrepresentedsa mixed binary/4-arytreeof depth3.) The
Yale machineis a PentiumPro 200Mhzcomputer This computatiorran for 112 secondsandachieved a

speedumf about9 on 25 processors.
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Figure2: A tree of switchesand processordeforethe matchingprocesshascommenced. Rectangles

represenswitchesandroundedectanglesepresenthieves. Thenotation

owns thievesand victims.

signi es thatthenode
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Figure3: Thestateof thetreeafterall ownershipshave beentransferredipto theroot.
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Figure4: The stateof thetreeafterownershiptransferwith reserationsillustrated. The notation“R=(t,v)”

indicateghatthenodeis reserving thievesand victims.
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Figure5: The stateof thetreeafter sentamatchmessagéo andwhile isin themidstof querying .
A singlematchpair is beingexchangedor two inferior matchpairs.

Figure6: Themessagexplosionwhichoccursif theKnife algorithmis notused.Switch doesnotrealize
thatby doingoneextraqueryit couldsare  from beingqueriedfour times.
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Figure8: Variousknary datarunningontheinternet(Whitney plusoneYalemachine.)
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