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ABSTRACT

B-treesarethe datastructureof choicefor maintainingsearchable
dataon disk. However, B-treesperformsuboptimally

whenkeys arelong or of variablelength,

whenkeys arecompressedvenwhenusingfront compes-

sion thestandard-treecompressiorscheme,

for rangequeriesand

with respecto memoryeffectssuchasdisk prefetching.
This papemresentsa cate-obliviousstring B-tree(COSB-tre¢

datastructurethatis ef cient in all theseways:

The COSB-treesearchesasymptoticallyoptimally and in-

sertsanddeletesearlyoptimally.

It maintainsanindex whosesizeis proportionalto thefront-

compressedizeof thedictionary Furthermoreunlike stan-

dardfront-compressedtrings,keys canbe decompresseith

amemory-efcient manner

It performsrangequerieswith no extra disk seeks;in con-

trast,B-treesincur disk seeksvhenskippingfrom leaf block

to leafblock.

It utilizes all levels of a memoryhierarchyefciently and

makesgooduseof disklocality by usingcache-oblriouslay-

out stratgies.

Categoriesand SubjectDescriptors: E.1[Data Structur eg: Ar-
rays, Trees; E.5 [Files]: Sorting/searchingH.3.3 [Inf ormation
Storageand Retrievall:

General Terms: Algorithms, ExperimentationPerformanceThe-
ory.

Keywords: cacheobliviousstring B-tree,locality preservingront
compressionpacled-memoryarray rangequery rebalance.

1. INTRODUCTION

For overthreedecadesheB-tree[4, 16] hasbeenthedatastruc-
ture of choicefor maintainingsearchabledataon disk. B-trees
maintain an orderedset of keys and allow insertions,deletions,
searchesand rangequeries. Most implementationsemplo B*-
trees[16,26], in whichthefull keys areall storedin theleaves,but
for conveniencewe referto all thevariationsas“B-trees’”

TraditionalB-treesperformsuboptimallyin severalrespects:

The theoreticaland practical performanceof B-treesde-
gradesnvhenkeys arelong or vary in length.
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Keys oftensharelarge pre x es,andarethustypically stored

usingfront compession[5, 15,26,32] within blocks. Front

compressiorexhibits a tradeof betweenthe compression
factorandthe memorylocality for decompressionB-trees
male this tradeof suboptimally

Rangequeriesusedisk hardware inef ciently becausesach
leafblock fetchedmay requirearandomdisk seek.Random
blockaccesseperformtwo ordersof magnitudemoreslowly
than sequentialblock accessegor disk. Seeksto nearby
tracksare nearly an order of magnitudefasterthanrandom
seeks.

B-treesdo nottake advantageof memoryeffectssuchasdisk
prefetching especiallywhenvariableamountof prefetching
is performed.

Inefciency in eachof theserespectxanreduceperformancesig-
ni cantly. Although someof theseissuesare addressedhdividu-
ally in the literature, as discussedelow, thereare no previously
known searctstructuregshataddressll theseissueseffectively.

This papemresentsa cace-obliviousstring B-tree(COSB-treg
datastructurethatis efcient in all four respects.Therestof this
sectionstatesour results.

Variable-length keys. Traditional B-treesdo not handle large
keys well. Typically, they packsmallkeys in blocks,but for large
keys the packa pointerto thekey, whichis storedelsavhere.They
choosearbitrarily which key to promoteto a parentwhena block
is split andoften biastheir choicetoward promotinglong keys. In
principle, it is betterto storeshortkeys nearthetop of thetree but it
is alsobetterto splitthesearctspacento nearlyevenpieces.There
arenoknown techniquedor addressindpothissuessimultaneously
in adynamicallychangingB-tree.

The string B-tree [19] handleskeys of unboundedsize ef-
ciently. In the string B-tree, an insertion of a new key k uses
O(1+ kkk/B+ loggN) block transfers,wherekkk is the length
of key k andN is thenumberof keysin thetree. This block trans-
fer compleity is nearlyoptimalin thetraditionalDisk AccessMa-
chinemodel[1], wherethereis asingle x edmemory-transfesize,
B, sinceit trivially takes at leastkkk/B transfersto readk, and
O(loggN) is the costof insertionin a B-tree,even whenall keys
have unit length. SeeFigure1 for a glossaryof notation.

k Key D Setof keys (adictionary)
Q Queryresult(akey set) jDj Numberof keysin D

B  Blocksize kDk  Sumof key lengthsin D

N N=jDj mDii  Sizeof front compresse®

Figure 1: Glossary of symbols.

A range query for keys k and kO returnsall keys p suchthat
k p kPlexicographically In astringB-tree,arangequeryuses
O(1+ (kkk+ kk%+ kQk) /B+ logg N) blocktransferswhereQ is



the setof resultkeys andkQk is thesumof theirlengths! A seach
for asinglekey k is a specialcaseof a rangequeryandtherefore
usesO(1+ kkk/B+ logg N) block transfers.

Thestring-B-tregpape19] alsodescribes pre x-seaich opera-
tion, but apre x searchs aspecialcaseof arangequery A slower
versionof the string B-tree [19] also supportssubstringqueries
Sinceour goalis to supportheterogeneousey sizesin traditional
databaseapplicationsyve donotaddressubstringquerieshereand
compareour resultsto thefasterstring B-treethatdoesnot support
substringgueries.

The string B-treeis deterministicand the performancebounds
given are worst-casgthat is, not amortized),but it doesnot sup-
port compressiondisk prefetching,or disk-seek-etient range
queries. The cache-obliious string B-tree we presenthere also
supportskeys of unboundedengthefciently. It is amortizedfor
updatesandrandomizedput is ef cient with respecto compres-
sion, prefetchinganddisk seeks.

Compression. Many practical B-trees (e.g. [30]) emplg front
compession[5, 15,26,32] within blocksto reducethe amountof
memoryrequiredfor thekeys, but string B-treeg[19] do not. Thus,
the sizeof a string B-treeis Q(kDk). Frontcompressiomeduces
spaceby storingeachkey k asa pair Y, si, where/ is the length
of the longestcommonpre x betweerk andk's predecesspand
sisthesufx of k startingat position?+ 1. This stratgy paysoff
whenkeys arestoredlexicographicallywhich maximizegheaver-
agelongestcommonpre x betweeradjacenkeys. Althoughfront
compressiolis notoptimalwith respecto theentrofy boundof the
strings,it is usedin mary implementationsf B-trees.

To decodea key, onedecodeghe previouskey. This procedure
might requirescanningbackto the beginning of the entiredictio-
nary To mitigatethis problem,eachnodeof a B-treeis front com-
pressedseparately“Blocked” front compressiomayyield a poor
compressiomate comparedo front compressiorof the entiredic-
tionary, however. Thus,thereis a tradeof betweenthe effective-
nessof front compressiorandthe costof decompressionLarger
blockingimprovesthe formerandworsenlatter.

We introduce a modi ed front-compressionschemefor the
cache-oblrious string B-tree that simultaneouslyachieves a de-
compressiortompleity thatis linearin key lengthandan overall
compressiorthatis within an arbitrarily small constantof the op-
timal front compression.Speci cally, we compresdictionary D
into (1+ e)lDii bits,wherepurefront compressiorusedtDii bits,
andwe decodea key k in O(kkk/eB) memorytransfersfor ary
e > 0. Usingour improved front-compressioschemepur cache-
oblivious string B-treeusesspaceO(hDii ) to storedictionaryD.

Cache-oblviousness, disk prefetching, and range queries.
BothtraditionalandstringB-treesarebasedn theassumptiorthat
thereis a singleblock-transfersize B for which the datastructure
shouldbe optimized. For example,mary B-treesusedin practice
areoptimizedassuminghatthe uniqueblock-transfersizeis 4096
bytes. If the keys are of constantsize, thena B-tree achieves a
fanoutof Q(B), which implies that a searchusesO(1 + logg N)
block transfers.

Realmemorysystemsarenot sosimple. Thememoryhierarchy
is composeaf severallevelsof cachemainmemory anddisk, but

1The compleity of rangequeries,asreportedin [19], hasan ad-
ditive jQj term, which appearsecausehe keys are storedin no
particularorderto speedup insertions.This datalayoutmeansghat
actually obtainingthe variousstringsmay requireone extra block
transfemerkey. Using now-standardechniquesthe boundcanbe
improvedto theboundwe shav here.

thereare otherlevels betweenthese. For example,the disk cache
sits betweermain memoryandtherestof thedisk. Whenthedisk
systemservicesa requestfor a disk block, the disk rst checks
whetherthe requestedlock is in the disk cache,andif so, re-
turnsthe block. Otherwise the disk seekgo the appropriatdrack,
readstheblock, andprefetcheshetrack. Thus,the effectiveblock-
transfersizemaybemuchlargerthanadisk block. Indeed sequen-
tial disk-blockaccessetypically run over two ordersof magnitude
fasterthanrandomdisk-blockaccessesHowever, disk tracksvary
in sizeandheary loadscanpollute therelatively smalldisk cache
quickly, evicting blocksbeforethey have a chanceo berequested.
Thereforegheeffective block-transfesizebetweerthesawo levels
of memoryis highly variable.

The cathe-obliviougCO) model[21] enablesusto designalgo-
rithmsthatachieve datalocality simultaneouslyor all block sizes.
Suchalgorithmsareon-line optimalwith respecto changingolock
sizesin the disk systemaswell as simultaneouslyoptimal at all
levels of the memoryhierarchy In the cache-obliious model,the
objective is to minimize the numberof transfersbetweentwo lev-
elsof the hierarchy However, unlike traditionalexternal-memory
models[1], the parameters, the block size, and M, the main-
memorysize,areunknavn to the coderor thealgorithm. Themain
ideaof the CO modelis thatif it canbe proved that somealgo-
rithm performsa nearly optimal numberof memorytransfersin
a two-level modelwith unknavn parametersthen the algorithm
also performsa nearly optimal numberof memorytransferson
ary unknavn, multilevel memoryhierarchy Cache-oblrious data
structuresaremoreportablethantraditionalexternal-memorydata
structuressincethey avoid ary tuning parametersCO algorithms
donottry to measurehemachine$ cacheandadjusttheirbehaior
accordingly Ratherthey areoptimizedfor every level of granular
ity throughoutheir executionwithoutary tuning.

It hasbeenshavn [9-11,13] how to implementcacheoblivious
B-treesfor x ed-sizekeys. Thecache-oblriousB-treesupportsef-

cient rangequeriesbecausef the padked-memonarray (PMA)
structure[9], which maintainsthe searchkeys tightly pacled in
orderin memory Thus, a rangequery consistsof one memory-
optimal search,followed by a scanwithin an array This scan
doesnot incur ary morerandomdisk seekssincethe itemsbeing
scannedare physicallyin orderon disk. In contrast,B-treesmay
havetheirrelatively-smallleafblocksscatteredhroughoutdiskin
ary order andif theeffective blocksizeis large,thenrangequeries
arefar from optimal.

Recently Brodal and Fagerbeg [12] gave a static cache-
oblivious string B-tree. It supportscache-obliious searchesvith
thesameboundsastheoriginal string B-treebut doesnotallow up-
dates.Their paperworksby physicallylaying outthetreein mem-
ory with duplications andit seemdif cult to make it dynamic.

In this papemwe present B-treestructurehatsupportsvariable-
sizekey insertionsdeletionsandsearchesyearoptimalfront com-
pressioranddecodingandis cache-obliious.

Experimental motivation. Cache-obliious data structurehave
interestingtheoretical properties, as outlined abore. Here we
presenexperimentalalidationfor their on-diskperformancePre-
viouswork hasfocuson theirin-memoryperformance.

We implementedB-treesfrom the literaturefor x edsizekeys.
We placedversionsof eachdatastructureinto a memory-mapped
le, takingcarethatthe datastructurewassigni cantly largerthan
mainmemory For static B-treeswe emplo/ed a breadth- rstlay-
out: Theroot block appearsrst in the le, followed by the chil-
drenof theroot, followedby the rst child's children,andsoforth.
For staticCO B-trees,we useda van EmdeBoaslayout[29]. The



Datastructure Averagetime persearch
small-machine big-machine
COB-tree 12.3ms 13.8ms
Btree:4KB Blocks: 17.2ms 22.4Ams
16KB blocks: 13.9ms 22.1ms
32KB blocks: 11.9ms 17.4ms
64KB blocks: 12.9ms 17.6ms
128KBblocks: 13.2ms 16.5ms
256KB blocks: 18.5ms 14.4ms
512KB blocks: 16.7ms

Figure 2: Performance measurements of 1000 random searches on
static trees.

statictreeswerepacled 100%full with data,andsincethetreesare
static, we did not even allocatespacefor pointersto the children.
We implementeda dynamic B+tree [16] and a dynamic CO B-
tree[10,11].

We ran our experimentson two differentmachines.The small
machineis a 300MHz PentiumIl with 128MB of RAM and a
4.3GB ATA disk running Redhat8.0, Linux Kernel2.4.20. The
large machineis a 4-processotl.4GHz Opteron840 with 16GB
of memoryanda 72GBIBM Ultrastar10,000RPMSCSI-320disk
runningSUSELinux 2.4.19.

Figure2 shavs theresultsof our experimentson statictrees.We
measuredhetime to perform1000searche®n randomkeys. For
eachmeasuremenbeforestartingthe rst searchwe ushed the
lesystem cacheby unmountingandthenremountingthe lesys-
tem.

For statictrees,it is clearthatthe adertiseddisk-blocksize of
4096bytesis fartoo small,underperformindig-block B-treesand
CO B-treeshy 30-50%. But very large blocks performpoorly as
well. Onthesmallmachineheoptimalblock sizeis 32KB, andon
thebig machindt is 256KB.OnthesmallmachinetheB-treeman-
agedto outperformthe CO B-treeby 3% in thebestcaseputin all
othercaseghe CO B-treeoutperformedhe B-trees.We conclude
that althoughthere are somesituationswhere a carefully tuned
static B-tree cansqueezeut an adwantageagainsta static CO B-
tree,staticCO B-treespravide muchmorerobustperformanceand
canusuallyoutperformeven carefullytunedstaticB-trees.

Figure3 shavs theresultsfor dynamicCO B-treesbasedn the
PMA constructiorof [9]. ThisdynamicCO B-treehasgoodamor
tized performancebut very occasionallynustrebalancehe entire
tree,which is expensve whenthe treedoesnot t in main mem-
ory. Figure 3 shaws that for insertingthe rst 440,000random
elementsthe CO B-treeoutperformsary of thetraditionalB-trees.
Big-block B-treesperformpoorly for insertions But sometimebe-
fore the 450,000thinsertion,the CO B-treereoganizesits whole
datastructureatwhich pointit falls behindthesmall-blockB-trees
by abouta factorof two. For range-queriesindrandomsearches
whereall theleavesof thetreearescannedn order the big-block
B-treesoutperformthe small-block B-trees,and slightly beatthe
CO B-tree. For mary applications,the big-block B-treeswould
have unacceptableostsfor insertions andthe small-blockB-trees
are not asfastasthe CO B-tree. This suggestghat CO B-trees
couldbea practicalway to improve performancef databaseand
le systems.

As a sanity check, we comparedthe performanceof our tra-
ditional and CO B-treesto the Berkeley DB [30], a high-quality
commerciallyavailable B-tree. The Berkeley DB with the default
buffer-poolallocationis muchslawverthanourimplementationbut
is comparableoncethe parametersre tuned. Berkeley DB sup-
portsvariable-sizekeys, crashrecovery, andvery large databases,
noneof which ourimplementatiorsupportsandsooneshouldnot
readtoo muchinto thesedata. It simply suggestghat we did a

Block insert insert range 1000

Size 440,000 450,000 query random

random  random ofall  searches

values values data

COB-tree 15.8s 4.6s 5.9s

COB-tree 54.8s 9.3s 7.1s

Sequentiablock allocation: 2K 19.2s 24.8s 12.6s

4K 19.1s 23.1s 10.5s

8K 26.4s 22.3s 8.4s

16K 41.5s 22.2s 7.7s

32K 71.5s 21.4s 7.3s

64K 128.0s 11.5s 6.5s

128K 234.8s 7.3s 6.2s

256K 444.5s 6.5 5.3s

Randomblockallocation: 2K 3928.0s 460.3s 24.3s
Berkeley DB (256 KB pool): 1201.1s
Berkeley DB (64 MB pool): 76.6s

Figure 3: Timings for memory-mapped dynamic trees. The keys are
128 bytes long. The range query is a scan of the entire data set after the
insert. Berkeley DB was run with the default buffer pool size (256KB),
and with a customized loader that uses 64MB of buffer pool. These
experiments were performed on the small machine.

reasonablgob implementingour B-trees.

Our experimentis biasedin favor of the B-treesbecausehe B-
treeswere“young; thatis, blocksareallocatedsequentially The
dynamicCO B-tree datastructureageswell, whereasB-treesage
poorly, a factwell documentedn the contet of lesystems|[31].
We simulatedan agedB-tree in which the blocks are randomly
placedon disk (shavn as“Randomblock allocation”in Figure 3,
andfoundthatall operationsincludinginsertionsandrangequeries
canslow down dramatically sometimesy two ordersof magni-
tude. (Perhapshis setupshouldbe called“superaged”,sincereal
B-treesare unlikely ever to allocatetheir blocks completelyran-
domly) We view thefactthatthe CO B-treesdo not ageasa sig-
ni cant adwantagefor databaseand lesystems.

Summary of Results. In this paperwe presenta solutionto the
variable-ley-length indexing problem. Our nen data structure,
the cache-obliviousstring B-treeis simultaneouslyef cient for all

block sizesandhasthefollowing performance:

Insertionsrequire O(1+ kkk(log?tDii) /B + logg N) mem-
ory transferswith high probability (w.h.p.).

Searcheandsuccessor/predecesspreriesrequirean opti-
mal O(1+ kk%/B+ logg N) memorytransfersw.h.p..

Range queries require an optimal O(1 + (kkk + kk% +

Qi) /B + logg N) block transfersw.h.p.. The resultsetQ
is returnedin compressedepresentatioandcanbe decom-
pressedn anadditionalO(kQk/B) memorytransferswhich
is optimalfor front compressionBecauseCOSB-treestore
all keysin orderon disk, rangequeriesinvolve no extra disk
seeks.

The spaceusageis O(iDii). In contrast,string B-treesand
perblockfront-compresseB-treesusemorespaceO(kDk)
andO(minfk Dk, BiiDiig ), respectiely.

TheCOSB-treds cacheoblivious. Thus,it is on-lineoptimal
with respecto disk prefetchingandefcient atall levels of
thememoryhierarchy

An importantcomponenbf the COSB-tree of independenin-
terest,is the front-compessedpaded-memoryarray (FC-PMA)
datastructure. The FC-PMA maintainsa collection of stringsD
storedin order with amodi ed front compressionThe FC-PMA
hasthefollowing properties:

For ary e, thespaceusageof the FC-PMA canbesetto (1+
e)mDii, while enablinga string k to be reconstructedvith
O(1+ kkk/(eB)) memorytransfers.



Insertingand deletinga string k into an FC-PMA requires
O(kkk(log?thDii )/(eB)) memorytransfers.

The adwantageof the COSB-tree assummarizedabove, is that
keys are kept physically in sortedorder on disk, so that range
queriesusea minimum numberof disk seeks If we relaxour con-
ditions to matchthoseof the string B-tree, that is, rangequeries
returnpointersto keys andthe stringsarenot keptcompressedye
canmatchthe string B-treeboundsin anamortizedsense Thatis,
we canachiere O(1+ kkk/B+ logg N) amortizedransfergo insert
k by usingthe amortizedscanningstructurefrom [6]. In mary ap-
plications rangequeriesnustretrieve thestrings,sowe presenthe
versionoutlinedabove, without the structurefrom [6]. Moreover,
in mary applicationskeepingorderon disk is worth somelossin
theoreticalbounds,in orderexploit to prefetchingmechanismby
thedisk andoperatingsystem.

Roadmap. The rest of this paperis organizedas follows. In
Section2, we describea internal-memoryalgorithm for dictio-
nary matchingthat forms the basisfor the COSB-tree In Sec-
tion 3, we give a static COSB-tree and explain the static version
of locality-preservingfront compression.In Section4, we shav
how to dynamizethis static structure including an explanationof
theFC-PMA.

2. DICTION ARY MATCHING IN INTER-
NAL MEMORY

In this sectionwe review a internalmemory(RAM) datastruc-
turefor thedictionary-matchingproblem[3,28], which we develop
into the COSB-tree In thedictionary-matbing problemthegoalis
to preprocesadictionaryD of keysfky, ks, ..., kngto answetthe
following queries:

MEMBER(K): Determinewhetherk 2 D.

RAM time: O(kkk+ logN).

PReD(K): Returnthemaximumk®2 D suchthatk®< k.
RAM time: O(kkk + kPRED(k)k+ logN).

succ(k): Returntheminimumk®2 D suchthatk9> k.
RAM time: O(kkk+ ksucc(k)k+ logN).

We solve this problemusing divide-and-conqueby exploiting
the following obseration: Let T be the compactedrie? of D.
Thenthereis a centoid vertex r in T thathasat leastN/3 and
at most 2N /3 descendants Throughout,we identify a trie node
with the string obtainedby tracingfrom the root to thatnode. To
answerMEMBER(K) we determinewhetherr is a pre x of k (in
which casewe saythatk matdesr). If k matches , thenwere-
curseinto thetrie rootedatr, the so-calleddowntrie. Otherwise,
we recursénto thetrie obtainedby excludingr andits subtreethe
so-calledup trie. Eitherway, we eliminatea constantfraction of
thetrie from consideration.The centioid treeof T is obtainedby
makingr theroot, wherer's childrenarethe recursvely de ned
centroidtreesof r 'sup anddown tries.

To achieve the requiredtime bounds,we cannotsimply com-
parethe lettersof r andk to determinef they match. Eachcom-
parisoncould take time W(kkKk), yielding a run time thatcould be
WkkklogN). Insteadwe emplgy a hashfunctionH (suchasfor
Karp-Rabin ngerprinting [24], CRC, or MD5) that mapsstrings
into integers. Our requirements that we cancomputethe nger-
print of every pre x of r in time O(kr k) in aRAM modelandthat
unequaktringscollide with polynomially small probability

2A compactedrie is a trie whereall nonbranchingpathsare re-
ducedto edges.

1010

o [100 ] [0100] 10110

10 100 10100 10101

10100 10101

(a) (b)

Figure 4: An example of the RAM data structure. Part (a) shows the
compressed trie representation of a dictionary. Each node in the com-
pressed trie corresponds to a string. The strings that are in the dic-
tionary are represented by black nodes, whereas the strings not in the
dictionary are represented by white nodes. For example, the string 0 is
not in the dictionary. Edges are labeled with strings. Part (b) shows the
centroid tree for the trie. Internal nodes of the tree are shown as rect-
angles. Each internal node of the tree is labeled with a string t. Each
internal node has a solid line linking it to the root of its down trie (the
leaves of which have t as a prefix), and a dotted line linking it to the
root of its up trie (the leaves of which do not have t as a prefix). The
leaves are shown as unadorned strings, and are shown in order (lexico-
graphically from left to right). Each leaf string maintains pointers (not
shown) to its predecessor and successor. Each internal node maintains
a pointer to the leftmost and rightmost matching leaf from the entire
dictionary (not shown.)

To speedup matching,we preprocesshedictionaryby comput-
ing the hashef all compactedrie nodes.Then,to testmember
ship of k, we computethe hashef all the pre xesof k. Now,
wheneer we wantto matcha pre x of k with a nodein T, we
comparethehashvalues.Thealgorithm,asstatedjs Monte Carlo;
we might geta falsepositive on the matching. To make this algo-
rithm Las Vegas,we do a characteiby-charactematchonly when
the hashvaluesmatch. Sincethe probability of a mismatchis low,
this doesnotincreaseour runningtime, with high probability

Figure 4 shavs an example of the RAM datastructure. Fig-
ure 4 (a) shavs a compressedrie containingseveral strings,and
Figure 4 (b) shavs the centroid tree. To searchthe trie for
k =10101, follow the 10 edgefrom the root, thenfollow the 1
edge thenfollow the 0 edge,andthenfollow the 1 edge.In con-
trast,to searchthe centroidtreefor the samekey, startat the root,
wherek matcheg =101 sofollow the solid line. Key k matches
1010 sofollow thesolidline. It doesnotmatch10100 sofollow
thesolid line whichleadsto aleaf.

Now we describehow to perform a successopor predecessor
queryefciently. If k 2 D, we canperforma membershipuery
to nd k in thedictionaryandthenusea doublylinkedlist to nd
the predecessaor successoBut if k 62D, we mustdo something
else.Considettracingdown fromtherootof T with k. If k is notin
D, thenat somepoint we matchasfar assomenodet andinto the
edgebetweert andoneof its childrenr , but we donotmatchasfar
asr. If the rst mismatchbetweerk andthetrie is becausé has
a0 wherethefr edgehasa 1, thenk is lexicographicallylessthan
all stringsbelaw r, andits successois r 's leftmosttrie descendant
(in theentiretrie). Otherwiseby symmetryk's predecessas r's
rightmosttrie descendant.

Thus, we canalways nd eithera predecessoor successoif
every nodein the centroidtreekeepstrack of its lexicographically
leastandgreatestrie descendantdf we wantthe predecessdout

nd the successoQror vice versa,we cantraversethe linked list of
leavesforward, respectiely backward,to nd thedesiredkey.



For example,in Figure4, considerthe problemof searchingor
k =1010 whichis notactuallyamemberof thedictionary As we
descendhetriewe nd k matched 01, anddoesnotmatch1010,
leadingustoleaf10110 whichis notwhatwe want. We backtrack
upthetreeto thechild of thelastnodethatmatchedt = 101). That
nodehasapointerto theleftmostkey thathaspre x 101. Thatkey
is 10100, whichis thesuccessoof 1010 in thedictionary

We concludewith thefollowing lemma:

LEMMA 1 ([3]). The dictionary-mathing problem can be
solvedwithintheboundsO(kkk+ logN) for MEMBER(K), O(kkk+
kPRED(k)k + logN) for PRED(k), and O(kkk + ksucc(k)k +
logN) for succ(k) ona RAM.

In fact,on a RAM, we cansolwe this problemtrivially by direct
trie traversalswithoutthelogN additive factor but we will emplgy
this centroidmethodin the following to achieze gooddatalocality.

3. STATIC COSB-tree

In this sectionwe presenta staticcache-obliious string B-tree.
Our datastructurepreprocesseasetD of N keysfky,ka,...,kng
to answerthe following query types efciently in the cache-
oblivousmodel:

MEMBER(K): Determinewhetherk 2 D.
MemorytransfersO(1+ logg N + kkk/B).

PReD(K): Returnk®wherekPis the predecessauf k in D.
MemorytransfersO(1+ logg N+ kkk/B+ kk%/B).
succ(k): Returnk®wherekVis the successoof k in D.
MemorytransfersO(1+ logg N + kkk/B+ kk%/B).
RANGE-QUERY(Ki,kj): Giventwo keys ki,kj 2 D, return
a compressedepresentationf all keysin thesetQ= fk 2
Djki k kjo.

MemorytransfersO(1+ logg N+ (kkjk+ kkk+ Qi) /B),
plusO(1+ kQk/B) to uncompressesults.

We rst presentrelatively simple COSB-tregwhich only sup-
ports querieson uncompressedata. We then presenta variation
on front compressiori5, 15,32] that permitsuncompressing key
k with only O(kkk/B) block transfers.

3.1 Static COSB-treewith no compression

A COSB-treewith no compressioris madeup of two pieces,
an array of keys storedin lexicographicorderanda centroidtree
for fastersearchingof the data. The centroidtreeis just asde-
scribedin Section2, except that the leaves of the tree point to
locationsin the array of keys, andthe treeis laid out to achieve
good cache-oblrious performance. The centroidtree has depth
O(logN), but notall leaveshave the samedepth.Thereareseveral
ways[2,9,17,22,29] to lay out sucha treein memoryto achie/e
optimal cache-obliious searchingthatis, with O(logg N) mem-
ory transfersHowever, thesetechniquesequirethetreeto bepro-
cessedn abatch,whereasve needa layoutthatwill lenditself to
dynamizatiorin Sectiord.

Theweightof a nodein atreeis de ned to be the total number
nodesin the subtreerootedat the node. We exploit the fact that
centroidtreesare weightbalanced thatis, for eachnode, 1 plus
the weight of the left subtreeis within a constantfactorof 1 plus
theweightof theright subtreeof thatnode.The constanturnsout
to be 2 for centroidtrees. The restof this subsectiordescribesa
modi ed van EmdeBoas(VEB) layoutfor weight-balancedthinary
trees.

The standardapproacHor laying out a treein memoryis to cut
thetreealongafrontierﬁothatthetop treeandeachof the bottom

treeshave sizeroughly  N. The original layoutin [29] did this

partitioningby selectingbottom-treaootsby height. Thedif culty
in applyingthis methodhereis thatcentroid-tredeaveshave non-
uniform depth. Nonethelessit is possibleto adaptheight-based
partitioningto centroidtrees but we do notknow how to maintain
sucha layoutdynamically Insteadwe usetheweightof a nodeto
selectit for thefrontier, asfollows.

Givenintegerw, we saythata nodeis selectedby w if boththat
nodeandits sibling have weight at leastw, and neitherof their
childrenareselectedy w. Thatis, we selectthedeepeshodeghat
have weightatleastw andwhosesiblingsalsohave weightatleast
w. Selectechodeshave thefollowing property:

LEMMA 2. All nodesselectedby w haveweightat leastw and
at most3w.

Proof.  If ary nodeu hasweightgreateithan3w, thenbothof u's
childrenhave weightat leastw, becauseentroidtreesare weight
balancedwith a constanof 2. If both of u's childrenhave weight
atleastw, thenthe childrenwould be selectedratherthanu. O

De ne the hyper oor of x, denotedixe, to be 299%¢. Thus,the
hyper oor roundsx down to the nearespower of 2. Let the hyper
hyper oor be iixa = 2819*€, Thys, the hyperhyper oorroundsx
down to thenearespawer of a power of 2.

To lay outacentroidtree,we selectnodeshy weightw = itbNaz.
We call the resultingnodesthe roots of the bottomrecuisive sub-
treesC,, Gy, ..., C,, andcall theremainingtree,abore, thetop re-
cursive subtee Cy. We now lay out Cy, Cy, ..., C; in memoryin
thatorder recursvely with selectiorweight /HibNaz.

For this static construction,it would alsowork to selectnodes
by weight N172, N1#* N178 andso forth, ratherthanarrangingfor
theweightsto alwaysbe powersof powersof 2. We usepowersof
powersof 2 becausét is corvenientin Section4. Thekey insight
for eitherconstructioris thatthe selectionweightsmustbeall the
samefor recursive subtreesat a given level of detailed de ned as
follows. Eachlevel of detailis a partition of the treeinto disjoint
recursve subtrees. At the coarseslevel of detail the entire tree
formsthe uniquerecursve subtree.At the nest level of detail,0,
eachnodeforms its own recursve subtreewith selectionweight
22’ In generalat level-of-detailk we view the treeaspatrtitioned

into recursve subtreesvith selectiorweightzzk. Thekey property
of thelayoutis that,at ary level of detail, eachrecursve subtreds
storedin a contiguousblock of memory

It is straightforvard to lay out treesC;,...,C; recursvely be-
causethey areasweight-balancedsC, i.e., 2-balancedHowever,
Co is only 4-balanced.If we wereto lay out Cy in the sameway,
then Cy's recursve subtreewould only be 16-balanced.Instead,
we employ thefollowing stratey for laying out recursve subtrees
thatdonotcontainleavesof C. Supposehatwewantto nd recur
sive subtreeswith selectiorweight2? abose nodeswith selection
weight22'. Thenwe selectnodesweight 22 2’ to be the rootsof
thebottomrecursve subtrees.

LEMMA 3. Subteescontainingleaveshavesizeoneto three
timestheir selectionweight. Subteesthat do not containleaves
havesizebetweeronethird andthreetimestheir selectionweight.

LEMMA 4. Thisnonuniformlayoutof a weight2-balancedi-
nary treeincurs O(logg N) blodk transfes on a root-to-leaftraver
sal.

THEOREM 5. ThisstaticCOSB-teerepresentsa setD of N el-
ementsand supportsmemberpredecessorsuccessorand range
queries. The opemtion MEMBER(K) runs in O(1+ loggN +



kkk/B) memorytransfes w.h.p., and PRED(K), and succ(k)
runin O(1+ logg N + kkk/B+ kk‘k/B) memorytransfes w.h.p.,
whee k¥ is the predecessofresp.successorpf k. The opem-
tion RANGE-QUERY(k,k9 runsin O(1+ loggN + (kkk+ kk% +
kQk) /B) transfes,whee Q is setof keysin theresult. Thesaesults
hold in the cache-obliviousmodelwith thetall-cache assumption.

Proof. Therearetwo cases:

Casel: kkk = O(M), i.e., thekey is small comparedo mem-
ory. ComputingtheKarp-Rabin ngerprintstakes1+ k/B memory
transfersandall keys remainin internalmemorywhile we search
in thecentroidtree.

Case2: kkk = W(M), i.e., thekey is large comparedo memory
In this case,the Karp-Rabin ngerprints that we computecannot
t in memoryat the sametime. Thus, sincewe query O(logN)

ngerprints, thenumberof memorytransferds O(logN + logg N +

kkk/B+ 1). However, the O(logN) termis dominatedaslong as
logN < kkk/B. Sincethe CO modelis transdichotomou¢B =
W(logN)) [20] andassuminghe cacheis tall (M = WB?)) [21],
logN  M/B  kkk/B.

Thescanboundsaretrivially obtained. O

3.2 Locality-pr esewing front compression

In this subsectiorwe shav how to addcompressiorto our static
COSB-tree We develop a new stratgy for achieving front com-
pressionwithout high decodingcost. The front-compressedata
thenreplaceghearrayof keys usedin the staticCOSB-treeabove.

Frontcompressioworks asfollows: Givena sequencef keys
ki,ko,...,kj to store, a nave representatiorrequireszj kkjk
memory Instead,we let pj,; be the longestcommonpre x of
kj andkj1. In this casewe canremaove nearly - kpjk memory
from therepresentatioby representinghe keys as

k1,kpz2k,s2,kpsk,. .. kpik,si

wheresj is the sufx of kj after remaving the rst pj bits. To
decodekj, oneconcatenatethe rst p; bitsfromk; 3 tos;. Find-
ing the rst pj bits of k; 1 may requirefurther decoding,possi-
bly resultingin expensive decoding. Frontcompressionwhich is
alosslescompressiorschemerequiresthe the samespaceasthe
(uncompactediyie for D [26]. Thetotal sizeof afront-compressed
setof keys D is written astiDii .

Frontandrearcompressioraredescribedn [14,15,32]. Refer
ence[26] describegront compressionn anexercise,but provides
lessdetail. Referenc¢5] arguesthatfrontandrearcompressiotare
particularlyimportantfor secondaryndices.Frontcompressioris
relevant for compressinghe keys storedat the leaves of a search
tree, whereasearcompressions essentiallyusedonly in thein-
dices,andis subsumedy the string-B-treetechniquespresented
hereandin [19].

Our goal is to achiere O(1+ kkk/B) memorytransfersto de-
compressry key in D, but to storeD with O(hDii) space.The
challengeis that, for front compressionuncompressing single
key mayrequirescanningbackthroughtheentirecompressedep-
resentation.This is a well knovn problemfor front compression.
Onecommonstrateyy is to compresenoughkeysto Il somepre-
de ned block andto startthe compressiorover whenthatblock is
full. Thisideadoesnot provide ary theoreticalbounds,however:
the compressiorachiezed can be muchworsethanthe bestfront
compressionanda block sizemay be arbitrarily biggerthankQk,
sodecompressionlsohasno guarantees.

Herewe shav alocality-preservingfront compession(LPFC),
which meetsour goal. Our modi ed compressiorschemebeagins
with key k1. Supposeve have compressethe rst i 1 keysand

now we wantto addkey kj. We setc= 2+ e/2. We scanback
ckkik charactersn the compressiono seeif we could decodek;
from justthis information.If so,we addp;,s; asbefore.If not,we
addO, k; to the compressionthatis, we do not compresskey k; at
all. Call this sequencé¢helocality-preservingfront compessionof
D, denoted_.PFQ(D).

The decodingschemeis just as with standardfront compres-
sion, and it immediatelymatchesthe desiredbounds: decoding
ki touchesat most ckkjk contiguouscharacters,and decoding
Q touchesO(kQK) contiguouscharacters. The remainingissue
is to shav that LPFC achieves a compressedlictionary of size
(1+ e)hDii.

LEMMA 6. Thetotal lengthof the LPFC(D) is at most(1+
e)lDii and every key ki can be decodedwith O(kk;k/eB) blodk
transfes.

Proof.  Call ary key k thathasbeeninsertedwithout front com-
pressiora copiedkey. Denoteasnativeary characterén the com-
pressionthat are not copied(thatis, characterghat appearin the
full front-compressedersionof D). Denotethe precedingckkk
characterastheleft extentof k. Noticethatif k is a copiedkey,
therecanbeno copiedkey beginningin theleft extentof k. How-
ever, acopiedkey mayendwithin k's left extent.

We considertwo cases.In the rst case,the precedingcopied
key endsat leastckkk/2 characterbeforek. Then,we saythatk
is unciowded In the secondcasethe precedingcopiedkey k ends
within ckkk/2 charactersf k. Then,we saythatk is crowded

Partition the sequenceof all copiedkeys just beforeeachun-
crovded key. We call eachsuchsubsequenca chain. Note that
eachchainbeginswith anuncravdedkey andis followedby a se-
quenceof crovdedkeys.

Furthermore the lengthsof thesecrowvded keys decreaseyeo-
metrically To seethis, considera crovdedkey k. Sincek's pre-
decessom thechain,k® mustbegin beforek's left extent, it must
have lengthatleastckkk/2.

Thus, if k is uncravded, the kth crovdedkey in its chainhas
lengthat mostkkk(Z/c)k. The total lengthof all keys in a chain
startingatk is thusat mostckkk/(c  2).

Finally, chagethecostof copying thesekeysto theckkk/2 char
actersprecedinghe uncravdedkey at the beginning of the chain.
Thischageis atmost2/(c 2) = epercharacter [l

THEOREM 7. The static COSB-tee with front compession
representsa set D of N elements,and supportsmember pre-
decessorsuccessorpre X, and range queries. The opemtion
MEMBER(K) runs in O(1+ loggN + kkk/B) memorytransfes
w.h.p.,and PRED(K) andsucc(k) runin O(1+ loggN + kkk/B+
kk(k/B) memorytransfes w.h.p., whee k9 is the predecessor
(resp. successorpf k. Theopemtion RANGE-QUERY(k, k9 runs
in O(1+ logg N+ (kkk + kkey% + hQii)/B) transfes. The com-
pressedkeys can be decodedfor an additional kQk/B transfes.
All resultshold in the cache-obliviousmodelwith the tall-cache
assumption.

4. DYNAMIC COSB-trees

In this sectionwe dynamizethe COSB-tree We usea combina-
tion of cache-obiriousdata-structuréools,suchasvanEmdeBoas
(VEB) layouts[29] andpacled-memoryarrays(PMASs) [9, 23], but
noneof theseare strongenoughfor our purposes.For this paper
we needaugmentedrersionsof thesetools. In the following, we
presentan overview of the threepartsof a dynamicCOSB-tree
We thengive a detaileddescriptionof eachin turn.



The Data Structure

The dynamicCOSB-treeconsistsof threepieces. The top piece,
calledthe centioid treg is a dynamicversionof the centroidtree
describedn Section3, i.e., a binary tree of depthO(logN). The
centroidtreeis embeddednto a pacled-memoryarraywith a dy-
namiccache-obliiouslayout,sothata root-to-leaftraversalin the
centroidtreerequiresonly O(logg N) transfersThecentroidtreeis
built upononly Q(N/logN) keys. We usethecentroidtreeto nd a
key thatis within O(logN) of our targetkey usingO(logg N) mem-
ory transfers.Thereasorto build the top treeon a sparsedataset
is thatthereis anadditive O(logN) insertioncostin thetop level,
which is amortizedaway with this level of indirection.

The centroid-treeleaves point into a middle layer, called the
hashdata This is a pacled-memoryarray[9] that containsO(1)
words of informationfor eachkey. This layeris designedo al-
low for fastsequentiatearchesf predecessandsuccessokeys.
Whenwe enterthe hashdatdrom the centroidtree,we arewithin
O(logN) keys of our true successor/predecessoWe nish the
searchin this local neighborhoody a sequentiabcan,which uses
O(1+ (kkk+ logN)/B) memorytransfersThislocal searchworks
by storing,for eachkey, the ngerprint of thelongestcommonpre-
x of thekey with it predecessor

Oncewe have localizedour target key, we follow a pointerto
thebottompiece,anothepaclked-memoryarraycalledthekeydata
The keydatacontainsthe actualkeys, sortedin lexicographicor-
derandcompressedFor the compressionwe usea dynamicvari-
ant of our augmentedront compressiorof Section3. This dy-
namizeddatastructuresupportsinsertionor deletionof a key k
with O(1+ kkklog?tDii /B) block transfers(amortized),oncewe
have determinedvherethekey belongs.

If we wantfasterupdatesbut the datadoesnot needto be phys-
ically in sortedorder thenwe add anotherlevel of indirection, a
scanningstructure(see[6]), which reduceshe insertion/deletion
costto O(1+ kkklog?*¢logDii /B), for ary e > 0. If, aswith the
original string B-tree, rangequeriesreturnpointersto keys, notto
the keys themseles, thenwe canuseyet anotherevel of indirec-
tion in additionto the scanningstructureto matchthe string B-tree
boundsin amortizedsensenhile remainingcache-oblious.

Therestof this sectiondetailsthe threepieces startingwith the
keydata,thenthe centroidtree,andthenthe hashdataThe section
concludeswith an explanationof how thesepiecest togetherto
achiere our desirecbounds.

KeydataPMA

For the static COSB-tree we shaved how to implementlocality-
preservingfront compression. For the dynamic COSB-tree we
needto supportinsertionsand deletionswhile maintainingprov-
ably goodcompressionWe employ apacled-memonarray which
allows usto keepsdatain orderdynamically The PMA, asorigi-
nally describedsupportskeys of unit length. However, it directly
achieesthe desiredboundsf we breakup ary long key into unit-
lengthpiecesandusetheoriginal algorithm.

We alreadyshaved how to implementcache-etient decoding
for front compressionWe needanotherideato implementcache-
ef cient insertionsanddeletions We presere thedecodingnvari-
ant: if decodingkey k requiresmorethankkk/e elementsof the
compressedepresentatioto be scannedthenk shouldbe copied.

However, insertionsinterferewith this invariant. To seewhy;,
obserethatwhenweinsertakey, we caneasilycheckits left extent
to seeif needgo bea copiedkey, aswe did for thestaticcase.The
problemcomeswith keys to the right. Supposethata key k is
insertedwithin the left extentof somekey k. If k andk arenot
copiedkeys, the insertionof k may increasethe decodingcost

of k to above kkk/eB transfers.A solutionwould beto copy key
k, thatis, to replaceits compressedepresentationvith a copied
representationHowever, suchproblemkeys k may be large, and
so their left extentsmay be arbitrarily long. We would thus be
requiredto look arbitrarily farto theright of k to nd aviolation.

We presenta modied compressionscheme,the Dynamic
Locality-Preserving=rontCompessionDLPFC), whichpreseres
thecompressiomate,preseresthelocality in thedecodinganden-
forceslocality for insertions. To implementDLPFC, we augment
the (static) LPFC with copiedpre xes. For LPFC, eachkey could
be codedwith a pair representinghe largestcommonpre x (Icp)
with its predecessaandits sufx beyondthelcp; for DLPFC we
may now alsochooseto explicitly copy ary pre x of thekey. For
LPFC wedecodekeysfromthelastcharacteforward;for DLPFC,
we may simultaneouslydecodesomepre x andsomesufx until
we meetsomavherein themiddle. Wewill seethatcopiedpre xes
canbeusedto preventthe effectsof aninsertionfrom propagating
too far forward.

Thealgorithmproceedssfollows. We rst checktheleft extent
of theinserteckey k to seeif k shouldbecopied.If so,weinsert
it asa copiedstring andare done. Otherwise,we needto check
the charactergo theright of k . Call the rst ckk k characterso
theright of the insertionpoint the nearright extentof k andthe
rst 3ckk k characterghe far right extent Thelcp ¢ of k and
whichever key is at the endof the far right extentis the minimum
Icp in thefar right extent. If thereis a copiedkey in the far right
extent,or acopiedpre x of lengthatleast/, thenthethe effectsof
insertingk do not propagatdo the endof its far right extent, in
whichcasek isinsertechormally If thereis propagationthenwe
considerthe key k®beingtouchat the endof the nearright extent.
Let(Obethelcp of k andk® Thenwechangeherepresentationf
k%to includea copiedpre x of its rst ¢?charactersFurthermore,
for technicalreasonghat will becomeclearin the following, we
alsoinclude a copiedpre x of the rst ¢9 characterof k in its
representation.

THEOREM 8. Dynamic Locality-PreservingFront Compres-
sionis a compessionscdhemethat can representa setof N keys
D in sizeat most(1+ e)hDii + N bits sothatkey k canbedecoded
in O(1+ kkk/B) memorytransfes and,givena nger to theloca-
tionofinsertion,keyk canbeinsertedn O(1+ kk k/Be) memory
transfes in the CO model.

Proof.  Insertingcopiedpre xesin our algorithmcanonly im-
prove decodingcompleities, andthe numberof bytesscannediur
ing insertionis linear Now we mustprove thatinsertingsuchkeys
doesnot causetoo muchdamageo the compression.

If thereis a copiedpre x thatstartswithin the nearright extent
of k , thenk will notinducea pre x copy, sincethe effects of
insertingk cannotpropagatéeyondthatcopiedpre x. Thus,ary
copiedpre x afterthefarright extentof k musthave beencaused
by theinsertionof akey kCthateitherstartsafterthefarright extent
of k orbeforek . Wechagek 'scopiedpre x only to characters
within k 's nearright extent, so we do not careaboutinsertions
afterthefarright extent.

Considernow the othertypesof insertions: a key k°inserted
beforek thatinducesapre x copy afterthefarright extentof k .
The near(andindeedthe far) right extentof k is partof thenear
right extent of k% sowe needto make surethatwe do not chage
thesamecharacters$wice for pre x copying.

To keepchagesfrom overlapping,we take ary copiedpre x
of length ¢ at the end of a nearright extent and chage it to its
precedingel characters.Sinceeachsuchcopiedpre x is paired



with a matchingsize{ copiedpre x at the beginning of the near
right extent,eachcharacteis chaged2/c units.

Thecopiedpre x of kVis of sizeatmostkk k by thetransitiity
of Icp in lexicographicallyorderedstrings. Thus,the chagedre-
gion for kVis of lengthat mostckk k, but it beginsatleast3ckk k
afterk , andthuscannotoverlapthe nearright extent,andparticu-
larly thechagedregionof k . Thereforenocharactegetschaged
twice. As before,sete= 2/c.

Centroid tree:
balancedtrees

In thissectionwe shav how to maintainthevEB layoutof adynam-
ically changingweight-balancedree. This approachwvasalready
usedin the rst CO B-tree[8, 9], but now we shawv how to support
fasterdynamicupdatesnoreef ciently andon moregeneratrees.

Recallthat a treeis weightbalancedif for all nodes,one plus
theweightof theleft subtreds within aconstanfactorof oneplus
theweightof theright subtree For (static)centroidtrees this con-
stantis 2 in theworst case.For dynamiccentroidtrees,we needa
constangreaterthan?2.

By allowing for c-weightbalancefor constantc > 2, we obtain
the following guarantee’A nodev only getsout of balanceevery
WWEIGHT(V)) insertionsor deletionsof nodesthat are descen-
dantsof v (see.g.,[27]).

This propertyof insertionsmeansthat wheneer v falls out of
balancewe canafford to scanall of V' s subtredor atotalamortized
costof O(logN) work andO(1+ (logN)/B) memorytransfersper
update(seee.g.,[27, Theorenb]). In principle,this ability to scan
descendantsnablesusto maintainthe vEB layout of the centroid
tree dynamically; if a nodefalls out of balance thenwe canaf-
ford to rekuild the whole subtreeandits VEB layout. We shav the
following:

Dynamic layout of weight-

LEMMA 9. Thee existsa dynamicvan EmdeBoas layout of
a weight-balancedreein a PMA, whee the amortizedrebalance
costis O(1+ (log? N)/B) per update Thislayouthasthe property
thatwheneer a nodev is in a rebalancanterval of the PMA, then
soare all of v'sdescendants.

Proof. ~ We maintainthe sortedorder of tree nodesin the vEB
layout in memory by storing the nodesin a padked-memoryar-
ray (PMA) [9]. The PMA storesN elementsn sortedorderin a
Q(N)-sizedarray subjectto insertionsor deletions. Whenwe in-
sert/deletean elementin the array we scanleft andright to nd
a neighborhoodf the array whosedensityis “within threshold.
Thenwe rebalancethe neighborhoodj.e., we spreadout the el-
ementsuniformly in the range. Thus, in principle, the amortized
cost to insert a nodev into the weight-balancedree is O(1 +
(log? N)/B) to make roomin the PMA plus O(1+ (logN)/B) to
re-layoutthetree.

Unfortunatelythis analysiss incompletebecausé doesnotac-
countfor the costto maintainthe pointersin thetreeasnodesshift
aroundin the PMA. To understanadhe problem, consideran up-
per recursie subtreeU andlower recursve subtreed_;L,L3...
laid outin orderUL,L,L3.... Aninsertnearthe“left’ partof L,
may causemary nodesin U to maove aroundin the PMA. In order
to maintainthechild pointers we alsomaintainparentpointers but
maintainingparentpointerscausesrouble. If we move somenodes
in U, whicharehigh upin thetree,thenwe alsohave to follow the
child pointersof thesemoved nodesto updatethe parentpointers
of thechildren.Unfortunately thesechildrenmaybe spreadbutin
the VEB layout causingone memorytransferper child for a total

updatecostof O(log? N) memorytransfers’

Our solutionis to usea more e xible PMA [7,25]. Theearliest
PMA [9] givesnochoiceto theuserin determiningheextentof the
rebalancentenal; therebalancentervalsarede ned by thenodes
of animplicit binary tree placedon top of the array A moreso-
phisticatedPMA [7, 25] enablesusto choosethe neighborhoody
growing left or right arbitrarily until we nd aneighborhoodhat
is within the appropriatadensitythreshold. Thenwe rebalancehis
neighborhood.This PMA givesusthe e xibility to lay out arbi-
trary weight-balancedrees. (In contrastthe dynamicvEB layout
from [9] only appliesto strongly weight-balancedrees(see[9])
andrequiresindirectionfor ef ciency.)

Themainideaof our layoutalgorithmis thatwe do notinclude
anodev in a PMA rebalanceinlesswe alsoincludeall of v's de-
scendantsThisrebalanceolicy completely x esthepointermain-
tenanceproblemsfrom abore. We now give the rebalanceolicy.
Supposehat we insert/deletea leaf in the weight-balancedree.
This leaf is in somelower recursie subtreel; with target size
220, which is in the layout UL, ...L;...Lx. We startwith are-
balanceinterval in the PMA consistingonly of L;. If the density
is not within threshold,thenwe canaddL; 1 or L1 to there-
balanceintenal. If the densityis still not within threshold,then
we addmorelower recursve subtreesandonceall lower recursve
subtreed_; ...L;...Lx have beenadded we addthe upperrecur
sive subtreeU to the rebalancenterval. However the rebalance
interval may not be within threshold.Let LJQ= UL;...Lj...Lxbe

the lower recursve subtreewith targetssize 22" which forms part
of thelayout UQLD...L?...L). We repeatthe sameprocedureby
growing therebalancenterval startingwith LJO, addingthetop re-
cursive subtreeU%last, and proceedingo recursie subtreeswith
tagetsize2?’, 22°, 22 etc.

Thecrucialfeatureof thevEB layoutenablingthedynamicstrat-
egy is thatall recursve subtreesn alevel of detail have asymptot-

ically the samesize;seeLemmag3. Thus,we establisithelemma.
O

Centroid tree: Modi ed successorjueries

We nov shav how to implementpredecessor/successgueries
in the dynamic data structure. Unfortunately the predeces-
sor/successajueriesn thestaticstructuredo notdynamizeeasily
The static CO string B-tree maintainsa pointerto the largestand
smallesdescendantsf eachcentroidin theoriginaltrie, andanin-
sertof onekey meanghatalarge numberof nodesn this centroid
treemay needupdatednax/mindescendarpointers.

We avoid this problem by changingthe speci cation of the
max/min descendanpointers, basedon the following structural
propertyof the centroidtree:

LEMMA 10. Leta bethe parentnodeof g in the compessed
trie. Then,in the centioid tree eithera is a descendantf g, or gis
adescendantfa.

3In the conferenceversionof the original CO B-tree[8] this prob-
lem was partially solved using “dummy nodes”; speci cally, as
muchspaceas possiblewas addedin the PMA betweeneachtop
recursve subtreeU andits rightmostbottom recursve. stlreeLl
at eachlevel of detail, reducingthis above costby a W' B) fac-
tor. Both conferenceandjournalversions[9] ultimately avoid the
problemby usingindirection. Speci cally, a top tree storesonly
a Q(N/Iog2 N) fraction of the elements,so that while modi ca-

tionsof thetop treeareexpensve, they occuronly every W(log? N)
updates. Subsequen€O B-treeshave avoided arbitrary weight-
balancedrees.



Proof. Considestartingattherootof thecentroidtree. If neither
a or gis the centroid,then both nodesarein the up-treeor both
nodesarein the down-tree,and we recursvely considerthe nev
trie. Otherwise,onenodeof a andgis a centroid,andthe other
nodeis thereforeeitherin the up-treeor down-treeof thatnode. ]

In the new speci cation, the predecessofsuccessorpointer of
a nodev pointsto the lexicographicallyminimum (maximum)de-
scendanteaf of v (which is a key) in the centroidtree. Now the
successor/predecesgmintersmay no longerpoint to thelexico-
graphicallyminimum/maximundescendantis thesubtrie,only in
thecentroidtree. To understandhis distinctionconsidersomesub-
trie. As we descendn the centroidtree, someof the subsubtries
have beenmatchedby down-treeshigherup in the centroidtree,
andthereareO(logN) suchsubsubtriesThe leftmostdescendant
of theroot of the subtrieis the leftmostdescendanf thatnodein
the centroidor the leftmostdescendandf one of the ancestorof
thatnodein thecentroidtree,sincetheseancestorsepresentionn-
treesthatwereremoved.

We now explain how to answersuccessor/predecessmpreries.
In the static casea successor/predecessprerywas answeredy
following the max/mindescendanpointersfrom a single nodev.
In the dynamiccase we needto look at the max/min pointersfor
O(logN) nodes:v andall of v's ancestorsn the centroidtree. By
Lemmalo0, the minimumandmaximumdescendantsf v belongs
to this set. We can determinewhich pointersindicate the mini-
mumandmaximumdescendanwithouthaving to follow the point-
ers (e.g., by usinga tree-labelingschemeand ordermaintenance
queries[6, 18] to determinewhich nodesare descendantsf v in
thetrie, andfrom thosethatare,looking at the leftmostandright-
mostpointingpointersin thePMA). Thus,we answetthesequeries
matchingthe staticperformancef Theorenb.

With this new speci cation,whenwe insertakey into the PMA,
we only needto updatethe rst andlastpointersof O(logN) cen-
troid nodes.Thus,we achieve following the performancéounds:

LEMMA 11. Wecananswerpredecessoandsuccessogqueries
in the sameboundsas Theoem5, whele on insertsand deletesof
keysonly O(logN) centoid nodesare affected.

Centroid tree: Rebuilding

Whenkeys areinsertedor removed from the centroidtree, parts
of thetreemay go out of balanceandneedto be retuilt. We can-
not simply emplgy an existing cache-obirious layout stratey for

nonuniformtrees(e.g.,[2,17,22]) becauseve wantto rekuild only
subtreesnottheentiretree. Thecentroidtreeof Section3 is always
weightbalancedo within afactorof two. If we allow the centroid
treeto “drift” outof balancesayto within afactorof four), thenwe
have a weight-balancegropertyanda subtreeneedsto be reluilt

only if arelatively large numberof insertionsor deletionshave oc-
curred. Herewe explain how a given subtreeof the centroidtree
canberehuilt withoutincurringtoo mary blocktransfers.

First, put all the trie elements storedin the centroidtree into
DFS/Eulertour orderfor thetrie. Thisreorderingcanbe donebot-
tomupin O(logN) scansof thecentroidtree,sincethetreeis only
O(logN) deep. Thengiven the trie in Eulertour order scanthe
trieto nd thecentroid,partitionthetrie into upperandlower trees
storedin differentpartsof memory andthenrepeatrecursvely on
eachpart.

Thus,we have thefollowing performancéounds:

LEMMA 12. Theamortizedcostto re-layouta centioid treeis
O(1+ (log? N)/B) amortizedmemorytransfes. Thiscostdoesnot
includethe maintenancef the max/mindescendanpointers.

Centroid tree: Maintaining PMA max/min de-
scendantpointers

We nowv shav how to maintainthe max/min descendanpointers
from the centroidtreeinto the PMA whenthe PMA elementsshift
around. We shaw that this updatemay in fact have an additive
costof O(logN) memorytransfersmeaningthatthe algorithmfor
rebalancingentroidtrees,asdescribedhasan additionaladditive
costof O(logN) memorytransfers.

Let D representhekeys in the down-treeof theroot, U, repre-
sentthekeysin theup-treelexicographicallybeforeD, andURg rep-
resentthe keys in the up-treelexicographicallyafter D. Thus,the
lexicographicorderis U, DURg, andthe centroidorderis DU Ur.
Let D befurtherdivided into D% U?, and U3, let D°be further
divided into D00 U00 and U2 etc. Thus, the lexicographicor-
deris U U 099 393U BUR, and the centroid order is
DOOPJO(PJOO@()@ @ UOULUR Supposethat ... U8 2U8UR
eachha/e very few keys in them. Then, an insertln the PMA
may move the keys in UZ2%%U8UR, which arein lexicographic
order However, thereare pointersto thesekeys in the centroid
tree,andthecentroid-treenodesarestoredin centroidorder Thus,
asmallnumberof movesin thePMA meanghatwe needto update
in whatwe will shav is O(logN) distinctregionsin the centroid
tree. Sincethereis no datalocality, this updatecould useO(logN)
memorytransfers.

LEMMA 13. Theamortizedcostto updatethe centoid treeis
O((log? N)/B+ logN) amortizedmemorytransfes. Theadditive
O(logN) memorytransfes comesfrom maintainingthe max/min
descendanpointers.

Proof.  Thecentroidtreeis storedin memoryin centroidorder
but we updatethe pointersof the centroidtreein lexicographicor-
der We begin by shawing thatif we scanall centroid-treenodes
in lexicographicorder then the numberof memory transfersis
O(N/B+ 1). In aleft-to-right scan,we rst scanthe elementsn
U_ (the up-treewhoseelementsare lexicographicallybeforethe
centroid) thentheelementsn D (thedown-tree),andthentheele-
mentsin Ug (the up-treewhoseelementsarelexicographicallyaf-
terthecentroid) proceedingecursvely within eachsubtreeln this
treeof down-trees/eft up-treesandright up-treesmarkthe deep-
estnodescontainingat leastB descendantdyut whereall (three)
children contain fewer than B descendants.There are O(N/B)
suchnodes,andeachnodecause€)(1) memorytransfers.To n-
ish countingmemorytransfers,obsere thatthereare alsoleft or
right up-treeswith fewer thanB descendantthatare“aunt/uncle”
nodesof markednodesj.e., childrenof ancestoref markednodes;
eachof thesenodesalsocausesO(1) memorytransfers.However,
therearealsoonly O(N/B) of thesenodes becauseachleft (re-
spectvely right) up-treeof this form is matchedo a sibling right
(resp.left) up-treecontainingmorethanB descendant@andthere
areonly O(N/B) suchnodes.

We now shav how the precedinganalysischangesf we do not
scanall nodesonly arangeof lexicographicallycontiguousodes
in thecentroidtree.Speci cally, we mayscantheleft up-treewith-
out having to scanthesibling down-treeor right up-tree.Thesame
analysisappliesif we donotscanall the data,but insteadfor every
scannedetft or right up-tree,we alsocompletelyscanthe sibling
down-tree.We do notretainthe sameanalysiswhenwe scana left
(resp.right) up-treebut not the sibling down-treeor sibling right
(resp.left) up-tree.The maximumnumberof suchleft or right up-
treesthatwe couldscanis O(logN). For eachof theseorphanleft
or right up-treeswe pay anadditionalO(1) memorytransfersfor
atotal additive costof O(logN) memorytransfers. ([l



HashdataPMA and indir ection

Thecentroid-treés built onQ(N/B) keys,andthehashdat&®MA is
built uponN keys, storingO(1) informationabouteachkey. There
arepointersfrom theleavesof the centroidtree(representindceys)
to theelementgagainrepresentingeys) in thehashdaté®MA, and
thereare pointersfrom eachelementin the hashdatdPMA to its
associateckey in the keydataPMA. Thereare no back pointers
becausehesewould betoo expensve to maintain.

Thehashdat®MA alsostoreshe ngerprint of thelongesttom-
monpre X betweereachkey andthe previous elementalongwith
thenext charactein thekey. Thus,asearctproceeddy nding the
predecessaandsuccessoin the centroidtree,searchinghe hash-
dataPMA usinganadditionalO(1+ (logN)/B) memorytransfers
to nd therepresentationf the predecessoand successom the
hashdatd®MA, andthenjumpinginto the keydatato returnthe ac-
tual values.

With this extra level of indirectionthe additive O(logN) mem-
ory transferdn the updatecostof the centroid-treLemmal3)is
amortizedto an O(1) updatecost,giving the desiredperformance
bounds.

We now give moredetailsof how the searchesvork in thehash-
data. By searchingn the centroidtree,we getpointersto the pre-
decessoandsuccessoin the centroidtree,which givesusarange
of Q(logN) possiblekeys in the hashdataNote thatthe predeces-
sorandsuccessoin the centroidtreemaybemuchlongerthanthe
searchkey k, but we do not needto readthesekeys unlesswe ac-
tually returnthem. Instead,we scanfrom the leftmostkey in the
rangewhich precedek. By comparingthe ngerprints and next
charactersindby scanningk once we candeterminghepredeces-
sorandsuccessokeys.

We thusobtainthefollowing performancdounds:

THEOREM 14. ThedynamicCOSB-teewith frontcompession
representsa setD of N elementsand supportsmemberpredeces-
sor, successeandrange queries.Theopemtion MEMBER(K) runs
in O(1+ logg N + kkk/B) memorytransfes w.h.p.,and PRED(K),
and succ(k) run in O(1+ loggN + kkk/B + kk%/B) memory
transfes w.h.p., wheee kCis the predecessofresp. successorpf
k. Theopemtion RANGE-QUERY(k,k% runsin O(1+ logg N +
(kkk + kk%+ Qi) /B) transfes w.h.p.. Thecompessedkeys can
bedecodedor an additional kQk/B transfes. Finally INSERT(K)
and DELETE(K) run in O(1+ loggN + Iogszkk/B) memory
transfes w.h.p.. All resultshold in the cache-obliviousmodelwith
thetall-cacheassumption.

As describedearlier we canreducethe boundsby using scan-
ning structureg6], but at the costof keepingthe dataout of order
andof amortizingscansgetailsareleft for thefull version.Finally,
if we only needto returnpointersto keys, asin the string B-tree,
we neednot storethekeys themselesin aPMA. We call this mod-
i cation the pointer COSB-tee. Our pointerCOSB-treematches
theboundsof the string B-treein theamortizedsensavhile retain-
ing all of the advantagesf cache-obliiousness.In summarywe
obtain:

THEOREM 15. The dynamic COSB-tee augmentedwith a
scanningstructue achievesthe boundsfrom Theoem 14, except
that range queriesare amortized and INSERT(K) and DELETE(K)
are acceleatedto O(1+ logg N + log?t€logN kkk/B) amortized
memonytransfes w.h.p.,for anye > 0. If range queriesonly need
to returnpointeis to keys, thentheupdatesbecomed(1+ logg N +
kkk/B) amortizedmemorytransfes w.h.p.. All resultshold in the
cade-obliviousmodelwith thetall-cacheassumption.
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